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Play While Learning

In the early nineties, the basement of Mong Kok’s Sino Centre always permeated a specific smell—cheap photocopier paper, plastic CD cases, and that faint burnt odor of computer fans overheating. That was my weekend pilgrimage site during my teenage years.

The owner of the software shop might not have recognized my face, but I recognized all the goods on his shelves. PC Era, PC Market, PC Home—these magazines disappeared collectively in the internet age, but at the time, they were practically my only window to understand this world.

I also had a teacher: an EEE (Electrical and Electronic Engineering) prodigy at the University of Hong Kong. Many of my games were copied from him. I would go to the computer shop to buy Maxell floppy disks—Japanese goods, more expensive than off-brands but durable; off-brand disks often got bad sectors back then—and take them to his house, copying them via disk drive under DOS. When encountering games that refused to run, or those that ate up abnormal amounts of memory, he would teach me how to tweak config.sys, how to replace COMMAND.COM, how to squeeze out a few extra KBs of memory. So I wasn’t actually “a kid figuring it out all alone”—most of those modding skills were taught hand-in-hand by a master.

In 1995, the year I moved from Form 3 to Form 4, my teacher’s whole family immigrated. Before leaving, he said something to me that I remember to this day: “There are endless things to learn in the world. You already don’t need to wait for someone to teach you; you can learn by reading books and magazines yourself. The internet is already here, it’s just not widespread yet—but it will be soon, and learning online will be much faster than waiting for magazines. And work on your English.”

After that year, I never sought out another master.



When I was in primary school, we had a computer at home—and it was consistently top-of-the-line for its time. “Building a rig” (砌機) was popular back then: motherboards, CPUs, RAM, graphics cards could all be detached and swapped. My machine upgraded all the way from a 386 to a 486, then to a Pentium. My family wasn’t badly off, and my parents spoiled me; back then, if you wanted to run the full suite of daily software—the ET3 Chinese System under DOS, Shakespeare Chinese typesetting, plus Windows 3.1 and CorelDRAW—you simply had to keep upgrading.

At that time, Windows 3.1 wasn’t an operating system in today’s sense. You booted into DOS, and to run Windows 3.1, you had to type the command win yourself. The vast majority of daily software had no graphical interface; what you faced was forever that blinking C:\> cursor. In that era, the very act of “using a computer” meant dealing with the command line—you had no other choice.

And that constantly evolving top-tier computer, in the hands of a primary school student like me, was mostly used for playing games. It was right in the process of simultaneously playing games and wrestling with the computer at home that I accidentally learned hexadecimal.

We had a Casio engineering calculator at home—originally my older sister’s, the kind of standard-issue model almost every secondary school student had—and it featured BIN, OCT, HEX, and DEC keys. Mashing 255 into FF, then into 11111111 to kill time during math class was my pastime. So we knew how to pronounce the word “hexadecimal” early on, but nobody had ever told us why it was important.

That “why” was forced out by games. Whether modding save files or using cheat codes, you would repeatedly see the same numbers: characters capped at level 255, HP maxed out at 255, certain stat tables freezing at FF when they peaked. After twenty or thirty times of “why won’t my character get any stronger,” you connect the dots yourself—pressing the HEX key on the calculator for FF displays 255, so FF must be the state where all eight bits are lit up; a byte cannot hold a number larger than 255, so it overflows. Behind that key on the calculator you had pressed a thousand times stood the entire architecture of the CPU.

Kids of my era didn’t sit down to learn computers—we learned while playing (“玩住學”). To play a game back then, you often had to manually tweak config.sys, calculate memory allocation, figure out which IRQ the sound card plugged into—you had to get your hands dirty with both software and hardware. In the eyes of kids back then, these processes weren’t chores, they were a ritual: if you cleared the hurdles, the game ran; if it ran, you won.



Around the year 2000, I entered university. By then, departments like Computer Science, Computer Engineering, and Software Engineering had long existed and were heavily populated. Traditional EEE wasn’t unpopular either—it was stable, offered points for immigration, and was accepted by parents—but everyone studying EEE was aiming for the traditional “heavy electrical” paths: building subcontractors, power plants, electromechanical engineering. Very few thought of using EEE to nurture a cross-layer perspective.

I chose EEE, adding a double major in Computer Engineering.

I grew up playing with Gundam models, RC cars, and RC helicopters, and what I always wanted to do in my heart was “make a product myself,” not simply write software. To me, crossing from hardware to product required EEE as the most appropriate foundation—even if there really weren’t many people in my cohort thinking from this angle.

In the first semester, we received an assignment: use a Motorola HC11 microcontroller, a variable resistor, and an RCA output cable to build a brick-breaker game console. No libraries, no frameworks. The HC11 directly bit-banged the timing signals, which were then converted to analog via a simple DAC to push pixels one by one to the RCA output. The analog signal from the variable resistor end was sampled via ADC and converted into the paddle’s position. The entire program was finally burned into an EEPROM with a capacity measured in KB.

That semester, by myself, I built a complete game console from scratch.



On the surface, this book is about how video games propelled the tech hegemony of the past forty years. But my true motivation for writing this book is to answer a more personal question—

Why, in my era, could someone still grow up to be the kind of engineer who straddled hardware and software, understanding a little bit of everything from transistors to the cloud? Why has this growth path practically disappeared today?

The answer to this question is tied to every protagonist later in this book.

John Carmack is Carmack because the era he grew up in left the hardware exposed. He had to write directly to VGA memory, had to figure out how every single clock cycle of the CPU was spent himself—so when 3D graphics engines later had to make trade-offs at the hardware limits, he was the one who could still stand firm.

Gabe Newell’s story is particularly personal to me. When I was young, I didn’t understand why some games suddenly refused to run, why I had to swap COMMAND.COM, why every new version of Windows made DOS games harder to play—it wasn’t until years later, when I encountered Linux, that I saw it clearly: it wasn’t a technical problem, it was a business problem. Chapters 5 and 6 of this book expand on that history; but here in the preface, I just want to say, some paths you are forced to walk to the end, and only upon finishing do you realize that others were walking the exact same path.

Gabe Newell chose Linux because he knew the cost of a closed stack. The abstraction layer itself is not the problem; it is the only way to manage complexity. What is truly fatal is the black box—when Windows and Intel lock down every layer, developers become tenants of the platform holders, liable to be charged rent or evicted at any time. For Valve to walk out of this predicament required a leader who didn’t just understand APIs, but could see through the entire stack—because to build your own gaming platform on an open but complex system (Linux), you must know which layer can be opened, and what can be done once it’s open.

Jensen Huang bet on CUDA between 2006 and 2007, enduring for nearly a decade, because he could read the seam between hardware and software. He was neither a pure software engineer nor a pure hardware engineer, but a rare kind of person who could grasp both ends simultaneously.

The predicament facing Intel and Microsoft today can essentially be understood as: a generation of engineers who “only understand frameworks, not hardware” is taking over an empire that requires a systems-level perspective. They are incredibly smart, but their habitual way of working is to optimize standing atop countless abstraction layers, rather than piercing through the abstraction layers to redesign the foundation.



What this book records is forty years of tech history. But the question it truly wants to ask is:

In the AI era, is it still possible for us to cultivate the next generation’s Carmack, Lisa Su, or Morris Chang?

Honestly, I’ve never really been a normal person—I’ve just always been pretending to be normal.

If this kind of person no longer exists, this book is a eulogy. If this kind of person is still here, this book is an instruction manual.




Prologue: The Invisible Cost

2:00 AM.

Perhaps the reader is turning to this page at exactly such a moment. On hand is a Steam Deck, smoothly running some latest AAA Windows game; a charging iPhone nearby lights up with a notification, then quickly goes dark. Outside the window, the city is quiet, but in a data center on the other side of the globe, an entire rack of NVIDIA servers is running day and night with the fan noise of thirty-something degrees Celsius, computing the next set of weights for an AI model. Those chips came from Hsinchu—the ultimate victory of TSMC’s 3-nanometer process yield.

In this entire scene, everything seems to be taken for granted.

But none of it should exist.

The Steam Deck is a Linux handheld console; it was never supposed to run Windows games. That this can happen is because a group of people decided to gamble the fate of their company to secretly build a virtual bridge for gamers. The iPhone’s processor can be mass-produced to the size of your pocket because another group of people was willing to foot the bill for larger, hotter, and more power-hungry chips—those people were PC gamers. NVIDIA was never an “AI company”; it is a company that sells gaming graphics cards. It was only by relying on an entire generation of gamers pursuing extreme graphics to share its ten years of parallel computing R&D costs that it survived until the day ChatGPT was born.

What this book is going to tell is the story behind this entire timeline.



Over the past forty years, from Silicon Valley to Hsinchu, Redmond, Tokyo, and Seoul—every major pivot in global tech hegemony has seemingly been about a CEO’s gamble, Wall Street’s valuation games, or a new operating system update. But if you stretch the timeline long enough, you will find that there is only one true driving force:

Someone wanted to play a better game.

This motivation sounds trivial, even a bit absurd. But it has been the most violent engine of human technological civilization over the past forty years.

In order to let them play better, companies went bankrupt, while others came back from the dead. Engineers were forced to rewrite someone else’s graphics card drivers; CEOs were forced to gamble their entire company’s future on something they never wanted to do in the first place. Industry standards were deliberately strangled, and technical roadmaps were overthrown at the last minute. There were dictatorial CEOs, crazy programmers, and a Japanese old man willing to swallow a five-million-dollar penalty—they had never met each other, and might not even know of each other’s existence their whole lives. But every decision they made was reshaping the same invisible chassis.

This chassis is the very ground upon which the AI revolution, smartphones, the global semiconductor landscape—and even geopolitics—stand today.

It was never rationally planned.

It was forced into existence by a group of people who just wanted to play games.



This book will take you back to those scenes.

Back to a dim office in the early 1990s, watching Bill Gates personally finalize a partnership that would determine the future of the Windows empire. Back to Tokyo in the spring of 2000, watching a young Jensen Huang walk into Sega’s headquarters and say a sentence that even he himself didn’t believe would work. Back to a Valve conference room in the 2010s, watching a group of engineers decide that they would make Windows games run on Linux without modifying a single line of Windows source code. Back to a dust-free production line in the Hsinchu Science Park that never stops running, watching the hardest-to-manufacture chips in the world roll out one by one, never missing an appointment.

This is also a story about cost.

The cost is invisible because it is never written on financial statements. It is hidden in the yield curve of every chip, in every line of reverse-engineered graphics API, and in the fingertips of every gamer who presses “Try Again” at 3:00 AM.

Without these costs, there would be no AI today; nor would there be the iPhone in your pocket, the Steam Deck on your desk, or those GPUs on the other side of the Earth calculating the next sentence for humanity.

What this book aims to do is to recalculate this bill, clearly.
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Chapter 1: The DOS Era: A Clash of Gods

In 2025, you buy a game on Steam. You click “Install,” the progress bar finishes, and you click “Play.” The visuals appear, the audio kicks in, and the controller vibrates. The whole process takes ninety seconds.

You don’t know which interrupt line your graphics card is using. You don’t know which memory channel the audio goes through. You don’t know which cores your CPU allocated to this game, and which ones it left for Discord and Spotify running in the background. You don’t need to know. Everything is hidden away—hidden in the drivers, hidden in the operating system’s abstraction layers, hidden in the millions of lines of code the game engine manages for you.

You take this for granted.

In 1993, the exact same action—installing a game on a computer and getting it to run—required you to personally answer four questions: What is your sound card? Which IRQ interrupt line does it occupy? What is its DMA channel? What is its I/O address? Answer any of these incorrectly, and the game wouldn’t just crash—it simply wouldn’t have sound, or the entire computer would freeze, forcing you to hit the power button and start over.

In that era, the very act of “installing a game” was a test. And the existence of that test wasn’t an accident; it was a birthmark carried by the entire machine since the day it was born.

That test was later canceled. The person who canceled it will make his appearance in Chapter 2. But the cost of that cancellation would not manifest until thirty years later.

In this chapter, we first return to the era when the test was still mandatory.



What supported this test was never a meticulously designed system, but a pile of parts cobbled together over a decade for completely different purposes.

In August 1981, IBM unveiled the first IBM PC in New York. Rushing to defend the office desktop against the Apple II, IBM unprecedentedly abandoned its traditional vertical integration and used off-the-shelf components—Intel’s 8088 chip, an operating system called DOS just delivered by a small company outside Seattle, and various expansion cards that could be plugged into its slots. These parts were never meant to work together; they just happened to be plugged into the same motherboard.

The 20-bit addressing of the 8088 chip meant it could only see 1MB of memory at a time. IBM engineers carved out 384KB of that for the system and display hardware, leaving only 640KB for applications—what became known as “conventional memory.” In 1981, this number was a luxury. By 1987, it was no longer enough. By 1993, it had become a stone wall that every serious game had to figure out how to bypass.

The tools to bypass it were called HIMEM.SYS and EMM386.EXE. The former allowed the system to touch RAM beyond 1MB; the latter, operating under the protected mode available from the Intel 386 onwards, disguised high memory into a format DOS could understand, allowing drivers and some game resources to be secretly moved beyond the stone wall. Using these two tools required players to manually edit a plaintext file called CONFIG.SYS—specifying load orders, memory configurations, and device drivers line by line. One wrong line, and the boot failed.

As for the expansion cards, there was no centralized coordination from start to finish. Every sound card, network card, and graphics card was fighting for those 16 IRQ interrupt lines and a few DMA channels. In 1989, the Singaporean company Creative Technology launched the Sound Blaster. It won not on sound quality, but because it was the first to sell the default configuration of IRQ 5 / DMA 1 / I/O 220 to enough users. After that, every new sound card entering the market had to be “Sound Blaster compatible”—silently changing its own defaults to that set, saving players from going crazy.

This kind of “compatibility” based on market convention rather than technical standards trained an entire generation of PC gamers to become half-hardware engineers. Once you internalized those few sets of numbers, installing a game was just “Next, Next, Play.” True hell only descended in two scenarios—you were a beginner who had just entered the hobby, or you simultaneously wanted your Chinese system, CD-ROM driver, sound card, and mouse to peacefully coexist within that 640KB. Those nights spent tweaking CONFIG.SYS until 3:00 AM did exist. But they were the exception, not the daily routine.

The daily routine was a five-minute setup, turn off the lights, and start playing.



The other half of the five-minute miracle was shouldered by a group of even more solitary, more paranoid people willing to personally converse with chip registers. The way they shouldered it was counting down to the end of the entire DOS era.

In 1990, a 19-year-old named John Carmack, who had dropped out of the University of Missouri, joined a small company in Louisiana called Softdisk, writing small games for their monthly disk subscription. Less than a year later, he and a few colleagues quit and founded id Software.

Carmack held a near-theological view of DOS: DOS is not an operating system; DOS is a bootloader. Once the program is loaded into memory, DOS should completely get out of the way and hand over the entire machine—every clock cycle, every bit of memory bandwidth, every I/O port—to the game. Anything that tried to stack an additional abstraction layer on top of DOS was, in his eyes, the enemy.

This philosophy first demonstrated its power in 1992 with Wolfenstein 3D—the first game to run a smooth, first-person 3D environment on an IBM-compatible machine. The way Carmack achieved this was by repurposing the VGA chip as a blank sheet of paper with no manual. The VGA’s default display mode only used 64KB of video memory, but the chip actually came with 256KB—the extra 192KB was not mentioned in IBM’s official documentation. Carmack dug out this forgotten space and wrote what was called Mode X: multiple screen buffers, rapid page flipping, and hardware scrolling, all achieved simultaneously. IBM engineers never expected anyone to use that memory this way; Carmack used it as if it had always been intended for this purpose.

A year and a half later, Doom pushed this philosophy to its extreme. A 320×200 resolution, 35 frames per second, 256-color textures, and a pseudo-3D maze—all running on a 486 CPU without any hardware acceleration, relying purely on the CPU to calculate the color of every pixel, frame by frame. For this, Carmack designed a rendering algorithm called BSP (Binary Space Partitioning)—pre-slicing an entire level of the maze into a tree structure, so the CPU only needed to process the few rooms within the player’s field of vision in each frame. The shadow of this technique can still be seen in all 3D engines today.

But Carmack’s magic had a prerequisite he never loudly advertised to outsiders: he had to personally memorize every register of the VGA chip, every pipeline of the 486 CPU, every set of I/O ports for the Sound Blaster—as well as the degree to which dozens of “Sound Blaster compatible” sound cards on the market in the 1990s deviated from the standard. His code bypassed any operating system intermediary, but the price was that he had to manually write every exception case of the entire PC hardware ecosystem into his own code.

id Software could afford this price—it was only a dozen people, each an equally paranoid engineer.

But the entire industry could not.

Every slightly larger game company was paying a tax for hardware fragmentation. Every game shipped had to support dozens of sound cards and over a dozen display modes; each required a corresponding patch written into the game. The time engineers spent on hardware compatibility was often twice the time spent on the game itself. And this tax would not decrease as the game sold better—it would only double, as the customer base became more diverse.



Late at night on December 10, 1993, the bill for this tax arrived. The one who sent the bill was the very game the DOS era was most proud of.

Doom was the moment that multiplied the problem.

Late at night on December 10, 1993, id Software uploaded the shareware version of Doom to an FTP server at the University of Wisconsin-Parkside. The moment the file went online, the server was overwhelmed, crashed, rebooted, and crashed again. The university administrator called id in the middle of the night, demanding they move the file. Over the next year, Doom was downloaded more than 15 million times.

This was the first time PC gaming truly stepped out of the tech enthusiast circle and reached the general consumer.

But general consumers don’t modify CONFIG.SYS themselves, nor do they understand what an IRQ conflict is. Within two weeks of Doom’s release, id’s tech support inbox received over ten thousand emails—most of them not about game bugs, but about players’ memory settings, sound card interrupt lines, and every stone wall they hit when trying to run a game requiring 4MB of RAM on a home PC for the first time. Carmack personally replied to emails late into the night, teaching strangers line by line how to modify their systems. Many of those who wrote in should never have needed to know what HIMEM.SYS was. They just wanted to play a game.

At this point, every slightly larger game company understood the same thing: Relying on Carmack’s method—where every programmer personally converses with every chip—could never support a game market aimed at ordinary people. Someone had to hide the hardware, automate the settings, and make drivers the responsibility of the operating system, rather than the responsibility of the game programmer.

But that “someone” wasn’t going to be id.

It could only be—the operating system itself.



The problem was, the new operating system preparing to take over the PC was exactly the kind of thing Carmack trusted least in his entire career.

On August 24, 1995, Microsoft held a globally anticipated launch event for Windows 95 at its Redmond headquarters. The new operating system proudly announced: 32-bit, memory protection, unified APIs, and no more editing CONFIG.SYS.

But there was one detail Microsoft didn’t mention at the launch event—

Windows 95 couldn’t run Doom.

Not just Doom. It couldn’t run any serious PC game on the market at the time. When Microsoft’s internal engineers installed Wolfenstein 3D on Windows 95 for testing, the visuals turned into a slideshow. Windows 95’s abstraction layers ate back more than half of every clock cycle Carmack had painstakingly squeezed out.

It was in that moment Microsoft realized the severity of the problem. If this wasn’t solved, the Windows empire would hand over gaming—the largest, stickiest, and youngest consumer application market—back to DOS. And DOS was dying. Gaming couldn’t be buried alongside DOS, otherwise the operating system moat Microsoft had just built would be dug open from the side by an embarrassingly simple reason:

Because my son wants to play Doom.



Back to you in 2025, clicking “Install.”

The ninety-second experience you enjoy today—no modifying config files, no memorizing interrupt line numbers, no needing to know any hardware details—is the direct product of that 1993 crisis. Doom proved that PC gaming had a massive mainstream market; simultaneously, it proved that the bare-metal ecosystem of the DOS era could not serve that market.

Hidden here is the origin of a pattern that will repeatedly appear in every subsequent chapter of this book.

The DOS era had no platform lock-in. Hardware was exposed, software was free, and any programmer could converse directly with every register of the machine. There was no middleman taking a cut, no platform owner review, no API entry barrier. This was freedom.

But the price of freedom is chaos—every game having to solve all hardware compatibility issues for itself, every player having to act as a half-system administrator for themselves. When the market was only tech enthusiasts, this price was acceptable. When Doom allowed gaming to reach ordinary people, the price became unbearable.

And every time “the price of freedom becomes unbearable,” someone steps forward, trading convenience for control. On the surface, they are helping you solve a problem; at the core, they are using your gratitude for convenience in exchange for your dependence on the platform.

The one who provides convenience takes away freedom. Once this trade is completed, it is irreversible.

The DOS era of 1993 was exactly the eve of this trade. And the person preparing to step forward to provide convenience had already been assigned a seemingly impossible task in some nondescript office building in Redmond—

To coax and deceive John Carmack, and the entire faction behind him that “distrusted abstraction layers,” into Windows.

His name was Alex St. John. The battle he was about to launch wouldn’t just rewrite the fate of PC gaming—it would inadvertently drive the first stake into the deepest lock of the entire tech industry for the next thirty years.
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Chapter 2: Microsoft’s Trojan Horse — DirectX

In 2024, a game engineer who graduated two years ago is preparing to launch his first indie game. He wrote it in Unity, targeting six platforms: Windows, Mac, Linux, iOS, Android, and Switch. Behind each platform runs a different graphics API—DirectX, Metal, Vulkan, plus the console manufacturers’ own proprietary interfaces—each with its own quirks, its own bugs, and its own debugging tools. He has to tune the exact same shader logic so that it runs correctly on every API before he can consider the job done.

In his mind, he feels this is perfectly natural. It’s a Graphics API; naturally, every company has its own set. Windows uses DirectX, Apple uses Metal, Linux uses Vulkan—that’s just how it is.

Wrong.

In 1996, the entire PC 3D graphics world ran on a single API. It was called OpenGL, established by a company named Silicon Graphics. It was an open standard, cross-platform, and fully documented. John Carmack used it to write Quake; Hollywood visual effects workstations used it; CAD software used it to draw engineering blueprints.

It could have become the HTTP of the graphics world—a single, shared underlying river upon which a hundred flowers could bloom.

But it didn’t.

Between 1997 and 1999, it was slowly strangled by a company that had never competed with it head-on. The killer left no fingerprints. The victim, SGI, even signed its own death certificate right before it died.

What this chapter aims to reconstruct is the scene of that crime. Because this case was not closed in 1999. Its stolen goods are still being divided up today—every engineer who has to write both Vulkan and Metal, every game company that has to maintain multiple platform teams simultaneously, every user who wants to leave Windows but gives up because the cost is too high—they are all families of the victim.




I. Motive for the Crime

To understand why Microsoft absolutely had to kill OpenGL, you first have to understand what the fear in Redmond was during the summer of 1994.

Windows 95 was about to ship. 32-bit, memory protection, unified APIs—these were the selling points Microsoft had spent five years talking their mouths dry over to enterprise clients, CIOs, and the Fortune 500. Everything seemed to be sailing smoothly, until an engineer named Alex St. John did something very simple: he installed the best-selling DOS games of the time and tried to run them on Windows 95.

Wolfenstein 3D dropped to 30% of its framerate. Doom crashed intermittently. SimCity 2000 couldn’t even output sound.

St. John wrote an internal memo, and the final sentence was very blunt: “If we ship like this, Windows 95 will be the most embarrassing gaming platform in consumer history.”

The memo was handed directly to Gates’ office.

On the surface, this scenario was a technical problem—the operating system’s abstraction layers were eating up too many CPU cycles, and games couldn’t run smoothly. But Gates didn’t see a technical problem; he saw a crack that directly threatened the foundation of Windows’ monopoly.

The crack was this: A huge portion of the people buying home PCs at the time weren’t doing it to run Excel; they were doing it to play games. If Windows 95 couldn’t run games, these consumers would just stay on DOS, or worse—they would go buy a Mac, a PlayStation, or an Amiga. And once this demographic of young users left Windows, when they walked into offices ten years later, they would no longer be natural advocates for Windows.

In other words, the gaming market looked like a low-margin, high-hassle, annoying-customer downstream market. But it was the entry ramp to the entire Windows empire. If this ramp collapsed, the moat for Office and Windows Server might still be there, but water would start seeping in.

Gates didn’t say that much. He just allocated St. John a windowless conference room, a small team, and one sentence: “Whatever resources you need, come directly to me.”





II. Forging the Weapon

St. John had two engineers under him, Craig Eisler and Eric Engstrom. The three of them were half-jokingly, half-reverently called the Beastie Boys inside the company—because they all had long hair, wore T-shirts, and carried an aura that skirted the edges of the Microsoft dress code. What they had to do was technically very simple: Write a set of APIs that would allow game programmers to bypass the operating system and converse directly with the hardware.

This set of APIs was divided into several subsystems. DirectDraw handled 2D graphics, DirectSound handled audio mixing, DirectInput handled joysticks and mice, and Direct3D handled 3D rendering. Packaged together, it was externally known as DirectX. The first version was released in September 1995, intentionally kept low-profile, even named the Game SDK—they didn’t dare be too flashy, because they knew perfectly well: technology was only half the battle.

The other half was persuading the game studios that fundamentally distrusted Windows. Especially the crowd at id Software.

We need to pause here—because this pattern will repeat itself in every subsequent chapter of this book.

Microsoft never won on technology. The first few versions of DirectX were poorly written, poorly documented, thread-unsafe, and had atrocious memory management. Carmack posted an open letter in his personal .plan file, tearing down Direct3D’s design flaws point by point, ending by saying, “I will continue to use OpenGL.” When this piece was published, every self-respecting 3D engineer at the time nodded in agreement.

But Microsoft held a card that OpenGL didn’t have—it controlled the operating system itself.

What this card meant was: Microsoft could decide which API ran smoothly on Windows, which one required you to write your own drivers, and which one could be included in the OS’s default installation package. It could decide which graphics card manufacturers received priority technical support, and which had to fend for themselves. It could decide when the next version of DirectX would be released, and how quickly graphics card manufacturers had to support it after release.

This card was useless for fighting a frontal war. But for slowly constricting an ecosystem, it was a lethal weapon.





III. Co-optation

The Beastie Boys’ first target was id Software—the technical totem of the PC gaming world at the time. The idea was simple: If even id is willing to come over to Windows, what reason do other studios have not to follow?

The person Microsoft sent to negotiate was a young product manager then working inside the Windows 95 project group. The deal he brought to id was very straightforward: id ports Doom to Windows 95, Microsoft provides all the engineering resources, and id pockets all the money from the sales.

Carmack agreed. He didn’t do it himself—he sent his deputy Dave Taylor to work with the Microsoft engineers—but he agreed.

In 1996, Doom 95 launched. It ran almost as smoothly on Windows as the DOS version. Running underneath was exactly that thin, almost invisible API layer of DirectX.

On the surface, Microsoft lost this deal—they expended engineering resources and didn’t take a cent in royalties. But in reality, Microsoft won something money couldn’t buy: a symbol.

From that day on, every time Microsoft knocked on a game studio’s door—Sierra, LucasArts, Blizzard—they could say the exact same line: “Even id came over.”

Once the conversation reached that point, there was nothing left to argue about.

(As an aside, that young product manager who flew to Texas to negotiate left Microsoft in 1996 and founded a company called Valve. His name was Gabe Newell. Over a decade later, he would do something covered in Chapter 6 of this book—personally dismantling this wall Microsoft had built. But that is a story for later.)

Here, the first cost begins to manifest:

The success of Doom 95 made the id engine the default choice for the industry. Every subsequent generation—Quake, Quake II, Quake III—used Direct3D as its primary rendering path, with Microsoft engineers assisting in deep optimization. When these engines were licensed to third-party studios, they became the underlying skeletons for Half-Life, Medal of Honor, and Quake III Arena.

The endpoint of this supply chain was that by around 2001, the vast majority of PC first-person shooters on the market had engines optimized for Direct3D underneath.

You want to make a similar game using OpenGL? Sure. But you have to write the engine from scratch.





IV. Faking Death

The guardian of OpenGL was SGI—Silicon Graphics. In the mid-nineties, SGI was the god of the graphics world. Hollywood visual effects, military simulators, medical imaging, CAD workstations—almost all of them were running on SGI’s IRIX workstations in the background. One machine cost tens of thousands of dollars. OpenGL had been running on these machines for nearly a decade; the architecture was mature, fully documented, and cross-platform.

When Carmack used OpenGL to write Quake in 1996, he pushed PC 3D graphics to an unprecedented height within a few months. With this battle, OpenGL transformed overnight in the PC gaming circle from “stuff used on workstations” to “stuff you can actually use to make games.”

If Microsoft had fought a frontal war with SGI in 1996, Microsoft would have lost—because Direct3D really couldn’t win at that time.

So Microsoft chose another path.

In December 1997, Microsoft and SGI jointly announced a partnership called Fahrenheit. The press release read beautifully: the two companies would jointly develop the next-generation graphics API, unifying the futures of Direct3D and OpenGL. Fahrenheit was divided into three layers—the low level close to Direct3D, the high level close to OpenGL, and a middle level responsible for scene management. The external narrative was that this would be the next-generation standard shared by game developers, workstation users, and CAD engineers.

The calculation of SGI’s upper management at the time made sense. OpenGL could no longer clash head-on with a company that controlled the operating system on Windows. If Fahrenheit could bring the spirit of OpenGL into Windows, SGI was essentially securing its technical legacy through a soft approach. And the fact that Microsoft was willing to cooperate proved that Microsoft also recognized the value of OpenGL. A win-win.

Based on this judgment, SGI made a fatal decision: it suspended further investment in OpenGL on Windows. Fahrenheit was coming anyway, so there was no point in duplicating efforts.

Two years later, Fahrenheit quietly disappeared. No usable product was released. No press conference announced its termination. It just slowly evaporated from the roadmaps of SGI and Microsoft.

The official explanation was “changing market conditions.”

The reality was this—during the two years that Fahrenheit existed, OpenGL driver support on Windows stagnated. Graphics card manufacturers (3dfx, ATI, NVIDIA, Matrox at the time) started picking up on Microsoft’s hints and tilted their engineering resources toward Direct3D optimization. Game engine developers felt the wind shifting and began pivoting from dual-API support to a Direct3D-first approach. A generation of new developers who might have wanted to try OpenGL had no new tools, no new documentation, and no new examples for two years, so they naturally defected to Direct3D.

Fahrenheit wasn’t the only reason OpenGL was killed. OpenGL’s committee governance model inherently couldn’t iterate as fast as Direct3D’s single-decision-maker model; Microsoft’s control over Windows driver quality was also a long-term structural advantage. But Fahrenheit accomplished one thing that other factors couldn’t—it made SGI voluntarily stop in its tracks. And that two-year window was exactly the critical period when Direct3D went from a chaser to the leader.

By the time SGI snapped out of it and realized Fahrenheit wasn’t shipping—

Direct3D was no longer the API Carmack had mocked in 1996. DirectX 5, 6, 7, and 8 were released one after another, rapidly catching up in features with the full cooperation of graphics card manufacturers; by the time DirectX 8 introduced programmable shaders and DirectX 9 introduced the HLSL shading language, the center of gravity of the entire PC graphics ecosystem had irreversibly tilted toward Microsoft. Carmack still retained an OpenGL path in his own engines—from Doom 3 (2004) to Rage (2011), he was one of the few in the entire industry who insisted on not using Direct3D. But one man’s insistence cannot stop the tide of an entire ecosystem.

SGI itself began massive layoffs in 2001, filed for Chapter 11 bankruptcy protection for the first time in 2006, and the entire company was acquired in 2009. The former god of graphics was left as nothing but a name.

The Fahrenheit deal would be written into the case studies of all business schools thereafter—not as a successful partnership, but as a textbook example of a feigning death strategy. If you want to kill an opponent stronger than you, you don’t fight them. You say, “Let’s work together,” and then you use two years waiting for them to stop in their tracks on their own.





V. Closing Arguments

In October 1996, Microsoft held a launch event for DirectX 2.0 on Alcatraz Island in the San Francisco Bay—the former federal penitentiary that housed America’s worst criminals. The event was called Judgment Day. Hundreds of game studio representatives and media were bussed onto the island. Old jail cells were converted into showrooms, each holding a game soon to be released on DirectX. St. John printed a “Death Certificate” and handed it to every attendee; in the deceased column, it read “DOS Games.”

This party was later deemed too extravagant in internal reviews, and St. John was asked to leave the company in 1997 due to a series of similar incidents.

But what he left behind securely defended Microsoft for the next thirty years.

Here, the core argument of this chapter needs to be drawn clearly—why is DirectX a Trojan horse, rather than a gift?

The gift is for the players. Players no longer had to edit CONFIG.SYS, no longer had to debug IRQ conflicts, no longer had to do it themselves. Install, press Enter, play. The “hardware hell” of the DOS era vanished overnight.

The Trojan horse is for the developers. An engine written over two or three years using DirectX, if ported to other platforms, essentially has to be written from scratch. A studio that bets its entire fortune on Direct3D will no longer do cross-platform development, because the costs are too high and the marginal returns are too low. The moment this decision is made, it officially transitions from a “PC game company” to a “Windows game company”—the distance between those two terms is Microsoft’s moat.

And once the developers are locked in, the consumers are indirectly locked in. Because what consumers buy is not the operating system, but the software running on the operating system. When your fifty favorite games all only run on Windows, you will continue to buy Windows, no matter how cheap a Mac gets or how open Linux is.

This pattern—first using convenience to attract a batch of downstream users, then using the lock-in effect to bind the midstream developers, and finally inversely locking in the upstream consumers—will be seen again in every subsequent chapter of this book.


	NVIDIA’s CUDA first gave gamers more beautiful graphics, then locked in AI researchers, until finally tech companies worldwide had to buy NVIDIA GPUs to do AI (Chapter 7).

	Apple’s iOS App Store first gave users convenient apps, then locked in developers—iOS forbids sideloading, Apple takes a 30% cut—until finally users couldn’t switch phones (a case outside this book, but the exact same pattern).

	Console SoCs first gave players an affordable 4K gaming experience, then tied AMD to a decade-long semi-custom chip contract, and finally TSMC’s large-die manufacturing experience inversely shaped the foundation of the entire AI chip industry (Chapter 8).



DirectX is the prototype case of this pattern in consumer tech history. Every platform lock-in that followed has been a variation on it.





VI. The Loot is Still Being Divided

Back to the indie game engineer in 2024 from the beginning.

He has to handle different graphics backends for every platform. The historical root of this task is buried in that unsigned Fahrenheit contract from 1997. If OpenGL had continued to develop back then, the world in 2024 might be—one API, all platforms. He writes his game once, and Windows, Mac, Linux, and Switch can all run it. His studio wouldn’t need to maintain multiple QA teams, wouldn’t need to endure the platform quirks of shaders, and wouldn’t need to fix driver bugs across platforms all over again with every major version update.

What could he do with the time he saved? He could make two more games. He could sell the game a bit cheaper. He could compete more fiercely with big companies, because the platform tax wouldn’t be so high.

But this world didn’t happen.

Replacing it is the world of today: every graphics API belongs to one company, every company uses this API to bind its own platform, and every indie developer has to pay rent to multiple landlords.

This world is not an accident. It is the logical consequence of a series of decisions—that windowless conference room in Redmond in 1994, that Judgment Day on Alcatraz in 1996, and that feigned-death Fahrenheit contract in 1997.

Microsoft won this battle. But they won this battle so cleanly, so thoroughly, that its side effects wouldn’t begin to manifest until twenty years later. While DirectX locked the PC gaming ecosystem into Windows, it also locked Windows itself into an increasingly closed cycle—every new layer of abstraction was designed to protect the commercial interests of the previous layer, rather than to allow developers to touch the hardware. People who needed freedom—scientific research engineers, server administrators, those who would later become AI researchers—naturally gravitated toward Linux. Not because they held a grudge against Microsoft, but because Windows was structurally no longer suited for their way of working.

By the moment AlexNet ignited the deep learning revolution in 2012, the entire ecosystem of AI—from the CUDA toolchain to the PyTorch framework to data center operating systems—had already grown in the soil of Linux. The Windows moat that Microsoft spent thirty years building was bypassed in the AI era.

That story is the subject of Chapter 5.

But before we get to that chapter, we first have to go to Tokyo. Because at the exact same time Redmond was celebrating the victory of DirectX, across the Pacific, a Japanese company was planning something that would keep Gates up at night—

They were going to turn a living room console into the shape of a computer.

And this computer would run Linux.
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Chapter 3: Microsoft’s Fear and the Birth of Xbox

In January 2024, Microsoft announced the layoff of 1,900 people from its gaming division. Three months earlier, it had just spent $69 billion to complete the largest acquisition in the history of human commerce—Activision Blizzard. In the spring of the same year, several Xbox exclusive games quietly appeared on the PlayStation 5 store. By autumn, Phil Spencer—the last spokesperson of the Xbox brand trusted by gamers—handed over the reins.

A young game developer stared at the news, feeling something was off. You spend the most money in the world to buy the largest game publisher in the world, and then you send its games to your competitor’s console? Your entire hardware team is laid off, your studios close one by one, and your exclusivity strategy exists in name only—is this a pivot, or a suicide?

Seamus Blackley—the co-creator of the original Xbox in 2001—offered a phrase on social media: palliative care.

A console, from birth to palliative care, walked for twenty-three years.

But if you go back to the day it was born, you will find—its fate was decided the moment it was created. Because Xbox was never born to win the console war. It was born so Microsoft wouldn’t lose another war.




I. Motive for the Crime

In March 1999, Sony held a press conference in Tokyo. Ken Kutaragi stepped onto the stage and showed the world the core of the PlayStation 2: a chip called the Emotion Engine.

Ken Kutaragi was not a man of low profile. He didn’t call the PS2 a “game console.” He called it “the home computer of the twenty-first century.” His slides contained charts, computing power comparisons, and a side-by-side floating-point performance comparison between the PS2 and a workstation CPU. His subtext was completely unsubtle: the computing power of this console had already touched the territory of low-end PCs. He hinted that the PS2 would one day be able to browse the internet, act as a DVD player, and even run operating systems.

Two years later, Sony actually did release a Linux kit specifically for the PS2, complete with a keyboard, mouse, and hard drive. It didn’t run very well. But that wasn’t important.

What was important was the panic that press conference triggered in Redmond.

Gates’ concern touched the exact same nerve as his fear five years earlier when DOS games couldn’t run: the entry point. The previous entry point was the desktop PC—young people played games on it, and when they grew up, they continued using Windows in the office. This time, the entry point was the living room. If the box under every family’s TV was a PlayStation instead of a Windows PC; if Sony turned the PS2 into a home terminal that could browse the internet, process documents, and send and receive emails—the moat of Windows in the consumer market would start leaking from the living room side.

Gates convened a high-level meeting. In the version that later leaked out, he asked a very Gates-esque question: “What do we have that can stop this?”

The answer was nothing. Microsoft had no console, no home hardware, and no game development studios. It had absolutely no presence in the consumer’s living room.

So he made a decision—build one.





II. Forging the Weapon

Before this matter even surfaced on Gates’ desk, four people inside Microsoft were already secretly building a prototype. Seamus Blackley was the most technically proficient among them—he had previously developed a game called Trespasser at Looking Glass Studios. When that game’s physics engine ran on consumer-grade PCs in 1998, it was so severely ahead of its time regarding hardware capabilities that it resulted in a commercial disaster. Blackley learned one thing from that experience: The computing power a game needs will always be more than what the current consumer hardware can provide.

The prototype proposal he and his colleagues came up with had an extremely straightforward name: DirectX Box.

The name gave everything away. This was not a game console—this was a machine that ripped DirectX out of the PC and stuffed it under the television. Its CPU was from Intel, its GPU was from NVIDIA, its core operating system was a stripped-down version of Windows 2000, and its development tools were simply Visual Studio plus the DirectX SDK. Microsoft didn’t even plan to design its own chips, nor did it plan to invent a new API. What it set out to do was precise to the point of cruelty: Take the exact toolset PC game developers already knew, and move it intact into the living room.

Only those who have read Chapter 2 can truly appreciate the brilliance of this strategy.

Microsoft had spent five years using DirectX to lock the entire PC game development ecosystem onto Windows. By 1999, the engine of every mainstream PC game studio on the market was written in Direct3D, their toolchains were Windows-based, and their engineers had grown up using Visual C++. Writing games for Windows was as natural as breathing to them.

The genius of the Xbox was this: It wasn’t asking these developers to learn anything new. It was just copying the building they already lived in and placing it in the living room.

For developers, making games for the Xbox came at almost zero cost—the same API, the same IDE, the same shader language. Change a few lines of code, and your PC game runs on the Xbox. This “almost free cross-platform” capability was something neither Sony nor Nintendo could offer. The PS2’s Emotion Engine architecture was exceptionally bizarre, and its development difficulty was notorious at the time; Nintendo’s GameCube was an entirely closed-off world.

But this design also exposed the Xbox’s most fatal structural problem—its hardware cost was calculated based on the price of PC components.

When Sony and Nintendo built consoles, they used highly customized chips, meaning the marginal cost after mass production was extremely low. Microsoft used Intel’s Pentium III and NVIDIA’s custom GPU—both were publicly traded companies, both had their own gross margin requirements, and neither could possibly slash their profits for Microsoft’s console dream. The result: For every Xbox sold, Microsoft lost over $100. Throughout the lifespan of the first-generation Xbox, Microsoft’s hardware losses conservatively exceeded $4 billion.

That number was astronomical in the gaming industry at the time. But to Microsoft, $4 billion was not a gaming investment—it was an insurance premium. It insured the living room flank of Windows. As long as the PS2 failed to become the standard for home computers, the consumer entry point for Windows was safe. As for whether the Xbox itself made money, it didn’t matter.

Gates approved this insurance policy.





III. Defense

On November 15, 2001, the Xbox launched in North America.

Gates himself attended the midnight launch event—a man worth tens of billions of dollars, standing at the door of Toys “R” Us in New York’s Times Square, personally handing the first Xbox to consumers waiting in line. The image was broadcast by media worldwide. But most reporters on the scene didn’t realize one thing: what they were witnessing was not a software company “entering the gaming industry,” but the opening ceremony of an operating system defense war.

When the Xbox launched, the blockbuster title accompanying it was Halo: Combat Evolved. The studio behind it, Bungie, had originally been making it as a Mac game—Apple’s Steve Jobs had even personally demonstrated an early version of Halo at Macworld in 1999. Microsoft outright bought Bungie, turning Halo from a Mac exclusive into an Xbox exclusive.

The logic of this acquisition perfectly matched the logic of the entire Xbox: It wasn’t about making a good game; it was about ensuring the competitor’s platform didn’t have a good game. Every step Microsoft took in the console market carried the DNA of a defender—I don’t need to win; I just need you to not win too much.

But the DNA of a defender also means one thing: the day the threat disappears is the day the weapon loses its reason to exist.





IV. Closing Arguments

The PS2 ultimately sold over 155 million units, making it the best-selling game console in history. Ken Kutaragi’s “home computer” dream never materialized—the PS2’s Linux kit sold fewer than 100,000 units, and the vast majority of buyers only used the console to play games and watch DVDs.

Microsoft’s fear, in retrospect, was overestimated. The PS2 never truly threatened Windows. What truly replaced the home PC was not the living room console, but the smartphone in everyone’s pocket a decade later—but that is another story.

However, the Xbox had already been built. The $4 billion had already been spent. An entire gaming division had already been established.

What do you do with a weapon forged for defense?

Microsoft chose a seemingly logical path: since they had already invested so much money, they might as well do it seriously. The Xbox 360 launched in 2005 and finally started turning a profit in certain quarters. The Xbox One launched in 2013, its market share crushed by the PS4, but the Game Pass subscription model showed Wall Street “recurring revenue.” By 2023, Microsoft spent $69 billion to buy Activision Blizzard—the largest acquisition in the history of human gaming.

On the surface, this path looked like a success story that kept growing bigger.

But deep down, the DNA of the Xbox had never changed since day one. It was a wall, not a city. The function of a wall is to keep invaders out; the function of a city is to allow the people inside to prosper. Microsoft never managed the Xbox as a city that needed its residents (players) to flourish—every major decision it made started from the perspective of “what the Windows empire needs.”

So when Satya Nadella made a judgment in 2023—that AI was the next battlefield needing insurance, and the living room was long obsolete—the fate of the Xbox was flipped in that exact moment. Activision games bought for $69 billion were released on PlayStation. Exclusive games were opened up one by one. The hardware team suffered layoffs. Studios were closed.

This wasn’t suicide. This was a wall being torn down, its bricks moved to build another wall.

The new wall Nadella was building was called AI infrastructure. The AI capital expenditure Microsoft announced in 2024 exceeded $80 billion. Where did this money come from? Part of the answer: it was squeezed out of a gaming division that no longer required loss-making subsidies.

Here, the pattern identified in Chapter 2 reappears—only this time, its direction is reversed.

DirectX’s pattern was offensive: Use convenience to attract developers, lock in the ecosystem, and finally lock in the consumers. The Xbox’s pattern was defensive: Use losses to block the flank, use time to drain the opponent’s ambition, and then when the threat subsides, dismantle the fortifications and reallocate resources to the next battlefield.

Both patterns share the exact same underlying assumption: gaming is not the end goal; gaming is the means. Players are not customers; players are bargaining chips.

When a company treats gaming as a means rather than an end, it will never sacrifice its own strategic interests for the interests of the players. This principle will reach its final settlement in Chapter 10—how Microsoft ultimately disposed of the debris of the Xbox.





V. The Loot is Still Being Divided

Back to the young developer staring at the news in 2024.

He felt Microsoft’s actions were irrational, because he understood the Xbox as a game console. A game console company spending $69 billion to buy a game studio, only to give those games to its rival—of course that’s irrational.

But if he understood the Xbox as a wall, everything would make sense. When a wall is no longer needed, you tear it down and move the bricks to a useful place. As for the people living behind the wall—the players who bought an Xbox, subscribed to Game Pass, and trusted the “exclusive” promises—their investments were never on Microsoft’s balance sheet.

This bill has not yet been settled. When Microsoft moved the Xbox’s bricks to build AI infrastructure, it simultaneously tore down something else—Chapter 8 will explain how important this is—which is the console as a long-term, stable source of orders for advanced process chips. The SoCs for both the PS5 and Xbox Series X were produced by TSMC on a 7nm node, with contracts lasting seven to ten years. These kinds of orders are one of the ballast stones that give TSMC the courage to invest in next-generation nodes. If the console market shrinks, this ballast stone will loosen.

But that is for later.

What we need to talk about now is the GPU inside the Xbox chassis. It was made by NVIDIA—a custom chip based on the GeForce 3 architecture, codenamed NV2A. By 2001, NVIDIA was already the overlord of the PC graphics card market.

But five years earlier—in 1996—NVIDIA nearly died over a contract.

The client for that contract was a Japanese company. It, too, was fighting a console war it was destined to lose, with the money in its pockets dwindling by the day. According to the logic of all business textbooks, it should have saved every last cent for itself.

It didn’t. It paid its final $5 million to a young man who had made a fatal mistake.

That company was Sega. That young man was Jensen Huang.
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Chapter 4: Sega’s Five-Million-Dollar Mercy

In 2025, a machine learning engineer complained on his company’s Slack: training a mid-sized language model requires eight NVIDIA H100s running for three weeks. One H100 costs over $30,000. His company waited in line for six months just to get the shipment. Every company in the world that wants to do AI is waiting in that exact same line.

He writes his models in PyTorch. Beneath PyTorch is CUDA. CUDA only runs on NVIDIA GPUs. It’s not that he hasn’t tried AMD’s ROCm—the documentation is incomplete, the community is dead, and the ecosystem is barren. It’s not that he hasn’t heard of Google’s TPU—but that’s Google’s own hardware; outsiders can rent the compute, but they can’t get the chips.

He knows very well in his heart: the entire AI industry is being choked by the throat by a single company. But he doesn’t find this surprising. NVIDIA has been making GPUs for thirty years, and its technical accumulation is bottomless—this kind of monopoly is built on time and capability; it’s perfectly natural.

No, it isn’t.

NVIDIA almost ceased to exist in 1996.

That year, it had less than six months of cash left. Its core technical roadmap had been proven to be a dead end. Its only major client was preparing to terminate their contract. According to the standard Silicon Valley script, it should have quietly disappeared that year, becoming just another name among the dozens of graphics card companies that perished in the mid-nineties.

It didn’t disappear. Because a Japanese man whose own company was also dying did something that violated every business textbook.




I. Motive for the Crime

In January 1993, three engineers sat down in a Denny’s diner in San Jose, California, and decided to found a company. Thirty-year-old Jensen Huang was the youngest among them. He had been at both LSI Logic and AMD, doing chip design as well as technical marketing—this kind of dual-role experience spanning engineering and business wasn’t unheard of in Silicon Valley at the time, but it wasn’t exactly common either. The other two co-founders, Chris Malachowsky and Curtis Priem, were both hardware engineers from Sun Microsystems.

What they wanted to do was, in today’s language, very simple: make a graphics card that could make PC game visuals look beautiful. In 1993, 3D graphics on the PC was still a wasteland. Carmack, mentioned in the previous chapter, was using pure CPU power to brute-force render every pixel of Doom; consumer-grade 3D acceleration hardware was virtually non-existent in the market. The opportunity Jensen Huang saw was this: if they could make a chip specifically for processing 3D calculations, game visuals would take a qualitative leap, and the number of players willing to pay for this was exploding.

But at that diner table, Jensen Huang made a decision—a decision that almost buried the entire company.

He chose a technical path completely different from everyone else’s.





II. Forging the Weapon — The Wrong One

In 1995, NVIDIA launched its first product: the NV1.

The NV1’s design ambition was immense. It wasn’t just a graphics card—it integrated 2D graphics, 3D rendering, audio processing, and even a port for the Sega Saturn controller. One card replacing three. To consumers, this sounded beautiful.

But the NV1 had a fundamental problem hidden deep within its 3D rendering engine.

At the time, all 3D graphics systems—OpenGL, the upcoming Direct3D, Hollywood workstations, and every 3D game in development—used the exact same basic unit: the triangle. Slice the surface of any 3D object into enough triangles, map a texture to each triangle, stitch them together, and you have a passable model. The triangle was the universal language of the entire 3D graphics industry; from academic papers to hardware circuits, everyone was designing around triangles.

NVIDIA didn’t use triangles.

The technical architecture led by Curtis Priem chose a method called “quadratic texture mapping”—replacing triangles with quadrilaterals, and then using mathematical curves to bend the surfaces of the quadrilaterals. In theory, this method could draw smoother curved surfaces using fewer geometric units. A sphere might require hundreds of triangles to construct; theoretically, a quadrilateral system could define it with just four.

From a purely mathematical perspective, quadrilaterals have their elegance. But engineering is not math.

The problem was: no software was written for quadrilaterals. No 3D modeling tools outputted quadrilaterals. No game engines supported quadrilaterals. Even more fatally, when Microsoft officially released the Direct3D specification in 1996, it explicitly mandated—only triangles are supported.

Overnight, NVIDIA’s entire technical architecture became an isolated island.

The NV1 failed miserably in the market. It was too expensive, its audio quality was mediocre, its 2D speed was inferior to dedicated 2D graphics cards, and its only killer feature—3D acceleration—was almost unsupported by games because it was incompatible with all standards. The only 3D games that could run on the NV1 were a few old titles ported from the Sega Saturn—because the Saturn also happened to render using quadrilaterals.

This was the foreshadowing of Sega’s entry.





III. A Contract Destined to Fail

The relationship between Sega and NVIDIA began with those few Saturn game ports on the NV1. The NV1’s quadrilateral architecture was similar to the Saturn’s rendering method, making porting relatively easy—this was a unique selling point in the PC market of 1995, even if it didn’t sell well.

But Sega saw another possibility. It was planning its next-generation console—internally codenamed including “Saturn V08,” the predecessor to what would later become the Dreamcast. Sega needed a graphics processing chip. NVIDIA had proven its ability to design media acceleration chips, and the quadrilateral architecture was at least compatible with Sega’s past hardware DNA.

In mid-1995, Sega signed a contract with NVIDIA: NVIDIA would develop the graphics chip for Sega’s next-generation console, codenamed NV2.

NV2 continued the NV1’s quadrilateral path.

This decision was not entirely unreasonable at the time. In 1995, the standard war between triangles and quadrilaterals was not yet completely settled. Direct3D was still in its first version, OpenGL primarily ran on workstations, and 3D acceleration in the PC gaming market was just getting started. Priem and Huang believed that if the NV2 could succeed on the Dreamcast, quadrilaterals had a chance to become a standard parallel to triangles.

But they underestimated one thing: Microsoft’s speed.

In 1996, Direct3D entered its rapid iteration phase. Every new version strengthened the feature set for triangle rendering. More importantly, Microsoft controlled Windows—the previous chapter already explained how lethal this card is. All graphics card manufacturers who wanted to make PC games had to support Direct3D, and Direct3D only spoke the language of triangles. 3dfx’s Voodoo, ATI’s Rage, Matrox, Rendition—the entire market was rotating around triangles as its axis.

And NVIDIA was still trapped on the island of quadrilaterals, holding a contract designed for quadrilaterals.

The development of the NV2 lasted over a year. Prototype chips were sent to Sega for demonstration. The demonstration failed. Inside Sega—especially the arcade division AM2—voices began loudly opposing the quadrilateral path, demanding a switch to triangles. Inside NVIDIA, arguments among the co-founders were also heating up. Priem insisted that quadrilaterals had a technical advantage; Huang began to waver.

By mid-1996, Jensen Huang made a painful judgment.

Continue making the NV2, deliver a quadrilateral chip, and fulfill the contract—but this chip won’t be compatible with Direct3D, effectively disconnecting it from the entire PC ecosystem. NVIDIA will have revenue, but no future.

Or, abandon the NV2, admit the technical roadmap was a mistake, and pivot immediately to triangles—but what about the contract? What about Sega’s money? The company’s remaining cash won’t last six months.

Jensen Huang later recalled this moment on multiple occasions. His exact words were: “Whichever path we took, we were going to go out of business.”





IV. A Phone Call That Shouldn’t Have Been Made

Jensen Huang flew to meet Shoichiro Irimajiri.

Shoichiro Irimajiri was the CEO of Sega of America at the time. His resume was much thicker than most gaming industry executives—in his early years, he worked as an engineer at Honda Motors, participated in the development of F1 racing engines, later moved into management, and was ultimately poached by Sega. He was the kind of person rarely seen in corporations: an executive who had gotten his hands dirty. He had seen engines blow cylinders, and he had seen product lines get axed. He understood technical risk not because he had read case studies, but because he had personally built things that exploded.

Huang didn’t bring a progress report. He brought a sentence that almost no one in Silicon Valley dares to say to a client—

We cannot build what you want.

The NV2’s technical roadmap was a dead end. Quadrilaterals were not going to become the industry standard, and continuing would only waste both Sega’s and NVIDIA’s time. NVIDIA had to abandon this path and immediately pivot to triangles, or the company would die.

Then he said something even more unbelievable—

But we need you to pay us.

NVIDIA had failed to deliver the product required by the contract. According to normal business logic, Sega should have terminated the contract, demanded the money back, and perhaps even sued for damages. NVIDIA was the first to breach the contract; Sega had a hundred reasons not to pay a single cent.

And Sega itself wasn’t exactly a wealthy company. The Saturn was being crushed globally by the PlayStation, barely holding on in the Japanese market, and almost completely defeated in the West. Every cent of cash Sega had should have been used to prepare for the launch of the Dreamcast—finding a new chip supplier, signing new game development contracts, doing marketing. Paying a supplier who couldn’t deliver the goods is the wrong answer in any management textbook.

Shoichiro Irimajiri listened to what Jensen Huang had to say.

He chose the answer that wasn’t in the textbook.

Sega invested $5 million into NVIDIA. Not paying a penalty fee, but an investment—buying shares in NVIDIA. The reason Irimajiri was later quoted as giving was simple to the point of naive: he thought Jensen Huang was a trustworthy young man.

Huang’s subsequent recollection was: “His understanding and generosity gave us six months to live.”

Six months.





V. Six Months of Rebirth

After getting Sega’s money, Jensen Huang did three things.

First, he slashed the company’s headcount from over a hundred people to thirty-five. Everyone who stayed was an engineer. No marketing, no administration, no roles unrelated to “getting the chip designed.”

Second, he terminated all development related to quadrilaterals. The NV2’s code, the NV1’s architecture, Priem’s two-plus years of hard work—everything went to zero. The new chip’s codename was NV3. The architecture started from the very first line of code, speaking only the language of triangles, born solely for Direct3D.

Third, he used the remaining money to buy a hardware emulator.

This emulator was the most crucial move in the entire gamble. The traditional chip design process is: design the circuit, send it to the foundry for manufacturing, get the finished product back for testing, find bugs, modify the design, and send it back for manufacturing—one cycle takes at least one to two years. NVIDIA didn’t have two years. It didn’t even have one year. Jensen Huang used the hardware emulator to run the entire chip’s tests in a software environment, fixing all the bugs first before sending it to manufacturing—“measure twice, cut once.” The entire design cycle was compressed to about seven months.

In April 1997, the NV3 was officially announced. It had a new name: RIVA 128.

The RIVA 128 was not a great graphics card. Its drivers were notoriously rough in the early days, its OpenGL support was incomplete, and its 2D image quality was merely passable. But it achieved one thing the NV1 never did—it ran Direct3D, and it ran it fast and stable.

128-bit memory bandwidth, a 100 MHz core clock, 1.5 million triangles per second—these numbers weren’t the absolute best in the PC graphics card market of 1997, but they were enough to enter the top tier. More importantly, its price was cheaper than 3dfx’s Voodoo, and because 2D and 3D were on the same card, consumers didn’t need to slot two cards at once like they did with the Voodoo.

In January 1998, NVIDIA shipped its one-millionth RIVA 128.

In March of the same year, NVIDIA signed a strategic partnership agreement with TSMC.

This point in time is worth pausing to look at—because it is the foreshadowing for Chapter 8. The NVIDIA of 1998 was still a small company that had just come back to life, and TSMC was not yet the irreplaceable entity it is today. But from this moment on, every single chip NVIDIA designed would be manufactured by TSMC. Twenty-six years later, NVIDIA’s H100—the chip that drove the training of ChatGPT, Claude, and Gemini—still comes from TSMC’s production lines. The starting point of this supply chain is in that 1998 contract.

And the reason that contract existed was because NVIDIA survived 1996.

The reason NVIDIA survived 1996 was because a Japanese man paid $5 million.





VI. The Interest on the Charity

The subsequent fate of Shoichiro Irimajiri forms a cruel contrast with the company he saved.

In 1998, he was promoted to President of Sega worldwide. Under his supervision, the Dreamcast adopted the PowerVR chip, a collaboration between NEC and VideoLogic—replacing the NV2 that NVIDIA had abandoned. The Dreamcast launched first at the end of 1998, featuring ahead-of-its-time online capabilities and stunning visuals.

But the PS2 arrived.

In March 2000, Sony’s PlayStation 2 launched in Japan, with lines winding around several blocks. Ken Kutaragi’s phrase “the home computer of the twenty-first century”—the press conference mentioned in the previous chapter that kept Gates awake—was becoming a reality. The PS2 sold over ten million units in its first year. Dreamcast sales began to plummet off a cliff.

In 2000, Shoichiro Irimajiri resigned from his position as President. Sega suffered losses for the third consecutive year.

In March 2001, Sega announced its exit from the console hardware market. Dreamcast production ceased. A company that had been making game consoles since 1983 left the hardware battlefield forever under the pressure of the PS2.

Before exiting, Sega sold the shares it held in NVIDIA. The stock originally bought for $5 million was sold for $15 million. With this money, Sega slightly alleviated the financial pressure of exiting the console business.

$15 million. A triple return. By venture capital standards, this was a good deal.

But if Sega hadn’t sold—

In 2025, NVIDIA’s market capitalization exceeds $3 trillion. That original $5 million investment, converted by share price, would be worth tens of billions of dollars.

Sega didn’t wait for that day. It couldn’t afford to wait.





VII. Closing Arguments

This chapter is not a story about investment foresight. It is a story about contingency.

Let’s calculate this bill clearly—

Shoichiro Irimajiri gave NVIDIA $5 million in 1996. That money kept NVIDIA alive for six months. In those six months, NVIDIA created the RIVA 128, pivoted to triangle rendering, and tapped into the Direct3D ecosystem. In 1998, NVIDIA signed with TSMC. In 1999, the GeForce 256 was released—the industry’s first chip to be called a “GPU.” In 2006, Jensen Huang bet on CUDA, turning the GPU from a game engine into a general-purpose parallel computing platform. In 2012, AlexNet proved that deep learning needed GPUs. In 2022, the H100 drove the training of ChatGPT.

In the middle of this causal chain, there are countless nodes that could have broken. But the most fragile one—the one closest to going to zero—was the moment in 1996 when Shoichiro Irimajiri said “yes.”

He wasn’t making an investment decision. The company in front of him had failed products, a wrong technical roadmap, cash hitting rock bottom, and no deliverable results. Every number said “no.” He said “yes” because—according to the consensus of all later reporting—he felt Jensen Huang was an honest man who deserved one more chance.

Here appears a variation of the pattern this book tracks.

The patterns in the previous two chapters were offensive: DirectX used convenience to attract developers, then used the lock-in effect to bind the ecosystem (Chapter 2); Xbox used losses to block the flank and drain the opponent’s ambition (Chapter 3). These are the strategic actions of large corporations—rational, calculable, with ROI models.

The pattern in Chapter 4 is contingent: Before offensive lock-in can occur, someone must first survive. And surviving, sometimes, relies not on strategy, but on a single person making a decision in a single moment with no rational basis.

NVIDIA’s subsequent CUDA monopoly—which will be expanded upon in Chapter 7—is textbook platform lock-in. But the prerequisite for the CUDA monopoly is that NVIDIA re-entered the triangle world in 1997, became the definer of the GPU in 1999, and had enough market position in 2006 to place a ten-year bet. And the prerequisite for all of this was a $5 million charity.

Business textbooks will tell you: monopoly is a systemic engineering project. Correct. But the first brick of a systemic engineering project is sometimes a person’s intuition, a meal that shouldn’t have been eaten, or a phone call that shouldn’t have been made.





VIII. The Loot is Still Being Divided

Back to the machine learning engineer complaining about the H100 queue in 2025 at the beginning.

He is being choked by the throat by NVIDIA. The causal chain for this did not start with CUDA, did not start with GeForce, and didn’t even start with the founding of NVIDIA. Its true starting point was a Japanese game company executive who, at the moment his own company was about to sink, threw his last life preserver to someone else.

The absurdity of this bill is: Sega signed a graphics card contract to build a game console; the contract failed, and Sega chose to pay rather than collect debt; that money saved a company; that company spent twenty years building the monopoly that today chokes the throat of the entire AI industry.

Is Sega a victim? Not entirely. It got a triple return, just sold too early. Is NVIDIA a beneficiary? Unquestionably. But the true victims are every AI researcher locked in by CUDA in 2025—they are paying forward interest on a charity from 1996.

And after Sega exited the console battlefield, the position it vacated was coincidentally filled by an American company. That company just made its appearance in the previous chapter—it used an NVIDIA chip to build a living room console running Windows.

The GPU inside the Xbox, codenamed NV2A, was based on the GeForce 3 architecture. The ancestor of the GeForce 3 was the RIVA 128. The RIVA 128 existed because of Shoichiro Irimajiri’s $5 million.

The lines have connected.

But the lines aren’t finished connecting. NVIDIA got another contract in 1999—this time from Microsoft. The GPU for the Xbox was supplied by NVIDIA. This contract gave NVIDIA its first taste of the console market, and also taught it its first lesson about the profit structure of console contracts—Microsoft demanded year-over-year price cuts, NVIDIA refused, and the two sides fell out. The Xbox 360 switched to an ATI chip.

NVIDIA thereafter exited the console GPU market, concentrating all its firepower on PC graphics cards.

This experience of being “forced out of the console market by Microsoft” paradoxically turned out to be NVIDIA’s luck—because it forced Jensen Huang to ponder a question: Besides drawing games, what else can a GPU do?

The answer to that question was called CUDA. It will appear in Chapter 7.

But before arriving at Chapter 7, the story must first shift to another timeline. The DirectX lock-in discussed in Chapter 2 began producing a side effect Microsoft hadn’t foreseen by the 2010s—people who needed freedom started leaving Windows. Scientific researchers, server administrators, and those who would later train AI models, all flocked to Linux.

And exactly while these people were flocking to Linux, Intel made a mistake as fatal as NVIDIA’s NV1—only Intel didn’t have a Shoichiro Irimajiri to save it.

The name of that mistake was Larrabee.
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Chapter 5: The Wild Growth of AI and Wintel’s Blind Spot

In 2025, a Stanford PhD student sits in her lab, preparing to train her language model.

She opens her laptop—a MacBook running macOS. She connects to a remote GPU cluster—eight servers, each slotted with eight NVIDIA H100s, running Ubuntu Linux. Her code is written in Python, the framework is PyTorch, the underlying layer uses CUDA, and the compilers, schedulers, drivers, and OS kernels—from the moment she hits Enter to when the first gradient starts returning, not a single line of the software stack she touches belongs to Microsoft.

She doesn’t find this strange at all. From her first day in grad school, all tutorials, all code attached to papers, and all lab machines have been entirely Linux. Windows? That’s the thing she occasionally opens to run PowerPoint.

But if she were to look up and think for a moment—she would bump into a very uncomfortable question.

The H100 graphics card she uses was made by NVIDIA. What nourished NVIDIA as it grew? PC gamers on Windows—who for twenty years bought graphics cards generation after generation for prettier visuals, sharing the R&D costs of parallel computing for NVIDIA. The GPU cluster she connects to is rented from Microsoft Azure’s cloud service—and over 60% of the virtual machines on Azure run Linux.

The money that raised NVIDIA came from Windows. The infrastructure for training AI models is built on Microsoft’s cloud. But AI itself—its frameworks, its toolchains, its entire software ecosystem—has absolutely nothing to do with Windows.

This is not an accident. It is the direct consequence of two empires making separate decisions twenty years ago—one deciding not to act, and the other deciding to forbid.

The one that decided not to act was Intel. The one that decided to forbid was Microsoft.




I. Motive for the Crime: Two Walls

To understand why AI grew on Linux, you first have to understand one thing: it’s not that Linux was overwhelmingly attractive, but that Windows drove people away.

The method of driving them away was elegant—so elegant that the people being driven away couldn’t necessarily articulate what was happening.

In 1993, Windows NT was released. Its core design borrowed from DEC’s VMS and Carnegie Mellon University’s Mach microkernel—refined, rigorous, and enterprise-grade. The most crucial design decision was the x86 processor’s privilege ring architecture: kernel code ran in Ring 0, possessing complete hardware access rights; applications ran in Ring 3, isolated behind an invisible wall.

This was the cornerstone of security. A program running in Ring 3 could not directly touch memory mapping, could not independently operate I/O ports, and could not bypass the scheduler to seize hardware resources. If a game crashed, it wouldn’t bring down the whole computer—it would only die within its own fenced-off space.

For ordinary users, this was a godsend. The nightmare of the DOS era, where “one game crashes, the whole machine dies,” disappeared forever. The exam mentioned in Chapter 1 of fighting with CONFIG.SYS every night, along with its admission ticket, was revoked.

But on the other side of the wall stood a completely different group of people.

From the late nineties to the early two-thousands, inside the physics departments, math departments, and computational linguistics labs of universities worldwide, a group of researchers was doing something that seemed to have zero commercial future—feeding massive amounts of data into mathematical models to make machines learn to recognize images, translate sentences, and predict protein folding. What they needed was the most direct, lowest-level, most undisturbed access to hardware. They wanted to write kernel modules themselves, modify drivers themselves, and decide for themselves how memory was arranged and how every compute unit of the GPU was scheduled.

To them, Windows’ separation of Ring 0 and Ring 3 wasn’t protection; it was an obstacle.

And Linux—which also used the x86 privilege rings, and also had the Ring 0 / Ring 3 distinction—did something Windows would never do: it completely opened up its kernel source code.

You want to write a kernel module to directly access the GPU’s registers? Write it, compile it, load it, and it takes effect immediately. You want to modify the memory manager so your training data is arranged in a specific way in physical memory? Change it, recompile the kernel, reboot, and it’s done. You want NVIDIA’s drivers to bypass the OS’s display manager and write compute results directly back to main memory? NVIDIA’s engineers could do it themselves, because they could see every line of the Linux kernel.

On Windows, doing the same thing required Microsoft’s cooperation—modifying WDDM (Windows Display Driver Model), tweaking GPU scheduling policies, opening new kernel interfaces. But Microsoft had no motive to cooperate. In 2005, GPU computing was a sci-fi concept to Microsoft; its engineering priorities were Vista’s Aero effects, DirectX 10’s new shader model, and making games look prettier on Windows.

The “naked hardware access” those researchers wanted didn’t even have a checkbox on Microsoft’s product roadmap.

So they left.

Not leaving in anger, not publishing manifestos, not organizing collective boycotts. Just quietly, lab by lab, swapping their workstations from Windows to Linux. In the mid-2000s, among the top 500 supercomputers in the world, Linux’s share surged from 50% to 90%. By 2010, on the Top 500 list, Windows had fewer than ten spots left.

What was running inside those supercomputers wasn’t just climate modeling and gene sequencing. A small group of people was using them to do something no one thought much of at the time—using GPUs for matrix multiplication.

But let’s be honest here—this wasn’t a clean-cut revolution.

In the university labs of 2005, Windows didn’t disappear. Professors still used it to open PowerPoint for progress reports, PhD students still used it to run MATLAB for matrix math and plotting, instrument control software like LabVIEW only had Windows versions, and the statistics department couldn’t live without SPSS. Windows remained the daily driver desktop in academia, booted up for eight hours a day.

What really changed was a very quiet detail. If you walked up to those PhD students’ computers and pressed the power button, you would see a menu with white text on a black background—GRUB. With two lines on it: Windows, Linux.

Dual boot. This was the real scene in academia in the 2000s.

Windows handled the mundane: writing reports, running MATLAB for a few graphs, replying to emails, making slides. But as soon as the work entered a phase that required squeezing the hardware—compiling custom kernel modules, connecting to FPGA dev boards, SSHing into the lab’s GPU cluster—the grad students would reboot, switching into that black terminal with no desktop effects, no start menu, just a blinking cursor.

Windows wasn’t abandoned. It was demoted. Downgraded from “omnipotent operating system” to “word processor and presentation machine.” And the computations that truly determined the future—the work that required naked access to hardware—all happened in the world after the reboot.

Microsoft probably didn’t notice this demotion. Because from the perspective of their licensing fees, that computer still had a copy of Windows installed. The numbers hadn’t decreased. But power had shifted—the computations deciding the technological direction of the next decade were no longer happening inside Windows.





II. The First Blind Spot: Ballmer’s Cancer Theory

While the researchers were quietly exiting, what did Microsoft do?

In June 2001, Microsoft CEO Steve Ballmer was interviewed by the Chicago Sun-Times. The reporter asked what he thought of Linux. His answer left the most expensive quote in tech history:

“Linux is a cancer.”

Ballmer’s exact words were more precise than that—he was saying the GPL licensing terms were like a cancer that would “infect” all intellectual property it touched. This was a legal argument, and in corporate legal circles at the time, it wasn’t outrageous. But the problem wasn’t the law; it was the signal.

When that sentence came out of the mouth of Microsoft’s CEO, it broadcast only one signal: Microsoft views Linux as an enemy.

The signal was received by everyone.

Enterprise CIOs received it—some companies evaluating Linux server solutions were scared off. Ballmer probably thought this was a good thing. But the signal was also received by another group: researchers writing open-source software in universities, startup teams running servers on Linux in Silicon Valley garages, and engineers writing toolchains for GPU computing. The signal they received was: Microsoft will never cooperate with us.

So they stopped waiting.

Between 2003 and 2007, almost all the early projects that later defined AI infrastructure chose Linux as their sole target platform. Not because the Linux desktop experience was good—the Linux desktop in 2005 often couldn’t even connect to Wi-Fi. But because it was the only place where you wouldn’t wake up one morning to find the platform owner had suddenly changed the rules, charged rent, or called you a “cancer.”

In the same year—2001—another team at Microsoft was handing out the first Xbox in New York’s Times Square. As discussed in Chapter 3, the Xbox was a wall used to block Sony. Ballmer’s “cancer theory” was another wall—used to block Linux.

Both walls successfully blocked the opponents right in front of them. But together, those two walls also locked out a continent that was just beginning to take shape.





III. The Second Blind Spot: Intel Kills Its Own GPU

If Microsoft’s mistake was treating Linux as an enemy, Intel’s mistake was even more fatal—it killed its own child.

In 2006, NVIDIA released CUDA—a set of tools allowing programmers to use C to do general-purpose computing directly on the GPU. Chapter 7 will fully detail the history and consequences of this decision. All you need to know here is one thing: at the time, nobody in the world took CUDA seriously. GPUs were for drawing triangles, not calculating matrices. Carmack didn’t care, game studios didn’t care, Wall Street didn’t care.

But Intel cared—only, entirely in the wrong direction.

In 2008, Intel announced a project called Larrabee. The concept was extremely bold: a GPU based entirely on the x86 instruction set. Not an architecture requiring a proprietary language (CUDA) like NVIDIA’s, not a traditional graphics pipeline design like AMD’s—Larrabee aimed to let programmers use the C++ they already knew, on a chip covered in dozens of small x86 cores, doing both graphics and general-purpose compute simultaneously.

If Larrabee had succeeded, history would have been completely rewritten.

An x86 GPU meant Intel’s entire software ecosystem—compilers, debuggers, performance profilers, decades of accumulated x86 optimization experience—could all be ported directly over. Developers wouldn’t need to learn CUDA; they wouldn’t need to rewrite their code into GPU-friendly formats. They would just write C++, and Intel’s compiler would handle the rest.

More crucially: Intel was the overlord of the CPU. If it possessed a GPU at the same time, it could do something NVIDIA couldn’t—have the CPU and GPU share the same memory, use the same bus, and run the same instruction set. Today, one of the biggest bottlenecks in AI training is the data transfer between CPU and GPU. If Larrabee had succeeded, this bottleneck wouldn’t exist architecturally.

NVIDIA’s CUDA monopoly might never have happened.

But Larrabee didn’t succeed.

In May 2010, Intel announced the cancellation of Larrabee as a consumer graphics card project. The official narrative was a “shift toward high-performance computing.” The wreckage was renamed Xeon Phi, stuffed into the server market to linger for a few years, and then completely axed around 2017.

Why was it killed?

The answer hides in Intel’s financial statements. In 2010, the gross margin of Intel’s CPU business exceeded 60%. The company’s entire revenue structure, bonus system, and promotion paths revolved around this number. The GPU was a brand new market—gross margins were uncertain, development cycles were long, it required building driver teams and ecosystems from scratch, and it would consume massive engineering resources in the short term with no visible return.

In a company with 60% gross margins, asking the board to approve a short-term-loss, long-term-uncertain GPU project—this wasn’t a technical problem; it was a systemic problem.

The killer of Larrabee inside Intel was not a villain with a recognizable name. It was the incentive structure of the entire system: every division head was protecting their own gross margin; every quarterly earnings call promised profit growth to Wall Street; every vice president knew that shifting resources from the CPU to a GPU with an uncertain future would impact their annual performance review.

Nobody made a “wrong decision.” Everyone made the most rational decision for their own position. But all the rational decisions added up to a suicidal outcome.

This structural suicide will appear again in Chapter 9—the tragedy of Pat Gelsinger. Gelsinger returned to Intel in 2021 trying to turn the tide, but what he faced was the very karma planted when Larrabee was killed: Intel missed the GPU, missed AI, and missed an entire era. And that era was monopolized solely by NVIDIA.





IV. The Great Escape

When the two blind spots stacked together, the effect was this—

Microsoft treating Linux as a cancer meant Windows would not actively serve the scientific toolchains running on Linux. Intel killing Larrabee meant the only hardware on the market capable of general-purpose GPU computing was NVIDIA.

And NVIDIA’s CUDA—during that long waiting period from 2007 to 2012 when no one believed in it—placed its entire bet on Linux.

This wasn’t an accident. CUDA’s target users were researchers and HPC engineers. What did their machines run? Linux. What compiled their code? GCC. What did their workflows look like? SSHing into servers, running scripts, checking logs, tuning parameters.

For NVIDIA engineers doing CUDA development on Linux versus doing it on Windows, there was a structural gap. The Linux kernel is open source—NVIDIA could write its own kernel modules, bypass the OS’s GPU scheduler, and let CUDA directly control every compute unit of the GPU. On Windows, the same thing had to go through the WDDM driver model, passing through an extra scheduling layer controlled by Microsoft. The latency and restrictions added by this extra layer were imperceptible when playing games; but when training a model that required thousands of GPUs to synchronize, every microsecond of overhead was magnified thousands of times.

Linux didn’t win because it was easy to use. It won because it was open enough—open enough to let NVIDIA do whatever it wanted without needing permission from any platform owner.

And GPU clusters were only one escape route. Another route was quieter, but had a much larger footprint.

If you walked out of the Computer Science department and into the labs of the Electrical Engineering or Mechanical Engineering departments next door, you would see a different kind of computer—not a desktop PC, not a server, but bare EVBs (Evaluation Boards). These palm-sized circuit boards were the brains of medical instruments, industrial robots, agricultural drones, and autonomous driving sensor modules. Their processors might be ARM or RISC-V, their memory was only a few hundred MBs, and storage was measured in GBs. What OS did they run?

100% Linux.

Not because researchers favored the open-source spirit, but because there was no other choice. Microsoft had tried—Windows CE, Windows Embedded, changing names several times—but the Windows kernel was too bulky, licensing fees were too high, and it didn’t allow you to strip the system down to just the few modules you needed. An EVB with only 256MB of RAM couldn’t fit Windows, but it could run a Linux kernel stripped down to tens of MBs, plus the custom drivers and control programs you wrote yourself.

This might seem unrelated to AI, and even less related to gaming. But it had a severely underestimated consequence: Every engineer who ever wrote a Linux driver on an EVB was someone who understood the entire pipeline “from kernel to hardware.” Where did these people go later? Some founded robotics companies, some went into autonomous driving, some joined NVIDIA to write CUDA drivers, and some became the backbone of AI infrastructure teams. What they brought with them wasn’t proficiency in a specific programming language, but an engineering intuition of “opening the lid to look inside”—exactly the disappearing capability discussed in the interlude.

Linux’s victory never just happened in data centers. It happened simultaneously on every embedded circuit board stuffed inside instrument casings, every drone auto-navigating over fields, and every ultrasound probe running real-time image recognition in hospitals. Windows had never reached those places.

Here, a mirror image of the pattern identified in Chapter 2 appears—

DirectX’s pattern was: Microsoft used convenience to attract developers into Windows, used API lock-in to bind them, and finally locked in consumers.

CUDA on Linux’s pattern was: NVIDIA used freedom to attract researchers into CUDA, used ecosystem lock-in to bind them, and finally locked in the entire AI industry.

The locking mechanism was exactly the same. But the location of the lock was different. Chapter 2’s lock was installed on Windows; Chapter 5’s lock was installed on Linux. The Windows moat Microsoft spent ten years paving was completely useless on the most important battlefield of AI—because the battlefield wasn’t there.

In September 2012, two researchers at the University of Toronto—Alex Krizhevsky and his advisors Ilya Sutskever and Geoffrey Hinton—published an image recognition model called AlexNet. It won the ImageNet competition, beating the runner-up by over ten percentage points.

AlexNet was trained using two NVIDIA GTX 580 graphics cards. Running CUDA. The operating system was Linux.

Those two GTX 580s retailed for about $500 each. They were originally designed for gamers—to play Skyrim, to run Battlefield 3. Gamers who bought those cards shared the R&D cost of the Fermi architecture for NVIDIA; the CUDA cores inside the Fermi architecture were used by Krizhevsky to do matrix multiplication; the results of that matrix multiplication ignited the deep learning revolution.

That is the full story of Chapter 7. But in Chapter 5, the only fact we need to remember is this: At the moment of ignition, Windows wasn’t present. Intel wasn’t present either.

They weren’t defeated. They walked away on their own.





V. Closing Arguments

In 2014, Satya Nadella took over as Microsoft CEO. The first thing he did that sent shockwaves through the industry was standing on stage, smiling in front of a slide that read “Microsoft ♥ Linux.”

The tech journalists in the audience laughed out loud. Thirteen years earlier, this company’s former CEO had called Linux a cancer.

Nadella wasn’t doing PR. He was acknowledging reality. More than half the workloads on Azure cloud services ran Linux; all the important frameworks of the AI research community—TensorFlow, PyTorch, JAX—all treated Linux as their primary platform; every company in the world that wanted to do AI was renting GPU clusters running Linux. If Microsoft continued treating Linux as an enemy, its cloud business—the biggest growth engine for the entire company’s future—would be completely left behind by AWS and Google Cloud.

Nadella’s “Microsoft ♥ Linux” was Microsoft’s unconditional surrender.

But the surrender came too late.

The software ecosystem of AI had already entirely grown in the soil of Linux. Every deep learning framework, every set of training tools, every pipeline from data preprocessing to model deployment—all assumed the underlying layer was Linux. This wasn’t prejudice; it was engineering reality. The performance of NVIDIA’s CUDA toolchain on Linux consistently outperformed Windows; GPU cluster management tools were almost entirely written for Linux; containerization tech (Docker) ran natively on Linux, while on Windows it was just an emulation layer.

Microsoft later did a lot to compensate—acquiring GitHub, making WSL (Windows Subsystem for Linux) nearly seamless, investing tens of billions of dollars in OpenAI. Every step of these moves was smart. But they addressed the symptoms, not the disease.

The disease is: When the roots of an ecosystem grow in someone else’s soil, you can water them, fertilize them, and build a greenhouse over them—but you can never pull the roots up and transplant them into your own garden.

Things were even worse for Intel. After Larrabee died, Intel disappeared from the GPU market for a full twelve years. In 2022, it finally launched the consumer discrete graphics Arc series—but in that year, NVIDIA’s data center GPU revenue had already surpassed its gaming GPU revenue, and the AI arms race had already reached a boiling point. Intel walked into a missile war carrying a bow and arrow.

Back to the Stanford PhD student at the beginning of this chapter.

Every day she SSHs from macOS into a Linux cluster, trains models with CUDA, pushes results to GitHub, and tracks experiments with Weights & Biases—in her entire workflow, the role of Windows is zero, and the role of the Intel CPU is “just run preprocessing.” She feels this is perfectly natural.

But this isn’t natural. It is the delayed bill for three decisions: Ballmer’s “cancer” comment in 2001, the Intel board’s veto in 2010, and Windows’ choice since 1993 to hide hardware behind walls.

The total amount of that bill is the industrial dominance of an entire era.

Microsoft paid this bill—it tried to buy back a torn admission ticket at the cost of tens of billions of dollars in AI investments, reorganization after reorganization, and sacrificing Xbox (the story of Chapter 10).

Intel is still paying. And may never finish paying.





VI. The Loot is Still Being Divided

Here, we must draw a line connecting Chapter 2 and Chapter 5—because the two sides of the exact same pattern finally converge here.

Chapter 2’s DirectX was the weapon Microsoft used to lock the PC gaming ecosystem. It succeeded. By the early 2000s, the vast majority of PC games only ran on Windows; developers were locked onto DirectX, and consumers were locked onto Windows.

But the wall that locked in gaming had a side effect—it made Windows increasingly closed off. Every new layer of API, every new driver model, every new security mechanism was designed to protect the commercial interests of the previous layer, rather than to let developers touch the hardware. People who needed to touch the hardware—research engineers, HPC engineers, those who would later become AI researchers—weren’t driven away by Microsoft’s malice; they were forced out by Microsoft’s success.

Windows’ moat was too deep, so deep that even its own people couldn’t get out—and the people outside didn’t want to come in.

This is why when AlexNet ignited in 2012, the fire burned on Linux. Not because someone deliberately chose Linux; but because Linux was the only place not locked down by any single company.

And once the fire of AI burned on Linux, it never moved again. Because the entire ecosystem brought by the flames—frameworks, tools, communities, educational resources, the job market—all grew on Linux. Even if an ML engineer in 2025 wanted to train models on Windows, she would find: the tutorials are for Linux, the Docker images are for Linux, the latest NVIDIA CUDA version stabilizes on Linux first, and the debugging experience on Stack Overflow is entirely Linux-based.

This lock-in effect is exactly the same mechanism as DirectX locking in game developers—only the direction is reversed.

Chapter 2’s pattern: Microsoft uses convenience to lock developers → developers lock consumers → consumers are locked on Windows.

Chapter 5’s pattern: Linux uses freedom to attract researchers → researchers build the ecosystem → the ecosystem locks the entire AI industry → the AI industry is locked on Linux.

The cost materialized thirty years later.

The Windows moat Microsoft spent thirty years building was perfectly bypassed in the AI era. It wasn’t breached—it was bypassed. The besiegers didn’t even realize they were taking a detour. They just went to a freer place, and built a bigger city there.



But AI researchers weren’t the only group forced to Linux by Windows’ closed nature.

In the exact same year Nadella stood on stage and said “Microsoft ♥ Linux”—2014—in another nondescript office building in Seattle, a chubby, slow-speaking former Microsoft employee was staring at a set of data.

The data showed: Microsoft was planning to turn the Windows Store into a closed App Store. All software released on Windows would have to pass Microsoft review, and Microsoft would take a cut. If this came true, his company—a company that lived by selling games on Windows—would turn from a landlord into a tenant.

He decided to do something a hundred times more radical than “♥ Linux.”

He was going to move the entire Windows gaming ecosystem onto Linux. Without modifying a single line of Windows source code. Without asking for Microsoft’s permission. Without consulting anyone.

His name was Gabe Newell. His plan required a team of full-stack engineers who could write everything from system calls to GPU drivers—because what they needed to do was build a virtual Windows on top of Linux, making tens of thousands of DirectX games believe they were still running in Microsoft’s world.

This, according to all reasonable engineering judgment, was impossible to achieve.
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Chapter 6: Gabe Newell’s Prison Break

In March 2026, Linux’s market share in the Steam Hardware Survey quietly climbed to 5.33%—an all-time high. This number looks insignificant. But standing behind it are over five million Steam Decks—a handheld game console running Arch Linux, yet capable of playing over a hundred thousand Windows games on Steam.

You play Elden Ring on it. You press “Start,” the visuals appear, and the controller vibrates. You don’t know you are using Linux. You don’t know that at the exact moment you pressed the button, an invisible translation machine under the hood was running at full speed—translating every DirectX command issued by the game into Linux’s Vulkan API in real-time, feeding it into AMD’s open-source driver, and finally turning it into pixels on the screen.

The entire pipeline doesn’t use a single line of Microsoft’s source code. There is no licensing agreement. There is no one’s permission.

Chapter 2 explained: DirectX is a lock. It locked the entire PC gaming ecosystem onto Windows for thirty years. Every studio that wrote an engine using Direct3D was a brick in that wall.

The person who opened this lock happened to be one of the people who helped Microsoft install it back in the day.




I. Motive for the Crime

On July 25, 2012, at the Casual Connect gaming conference in Seattle, Gabe Newell walked onto the stage and said a sentence that silenced the room:

“Windows 8 is a catastrophe for everyone in the PC space.”

Coming from anyone else, this would be a complaint. Coming from Newell, it was a declaration of war.

Because Newell knew better than anyone in that room what Microsoft was going to do next. He spent thirteen years at Microsoft—he called himself the “producer of the first three releases of Windows.” In 1996, he was that young product manager on the Windows 95 team who flew to Texas and pulled id Software into the DirectX camp. Chapter 2 recorded that deal. He personally helped Microsoft win that round.

After leaving Microsoft, he founded Valve, making Half-Life, Counter-Strike, and Portal. But what truly changed the industry wasn’t the games—it was Steam.

Launched in 2003, Steam is a digital distribution platform for PC games. Within a decade, it devoured over 70% of PC gaming sales. On every transaction, Valve took a 30% cut. By 2012, Steam had over 2,500 games and tens of millions of active accounts globally. Valve had transformed from a game developer into a rent-collecting platform owner.

But Steam had a fatal weakness—it ran on Windows.

Valve’s entire commercial empire was built on Microsoft’s foundation. Microsoft could change the rules at any time. And in 2012, changing the rules was exactly what Microsoft was preparing to do.

Windows 8 introduced the Windows Store—an app store integrated into the operating system. Its interface mimicked the iPad, its transaction process mimicked the App Store, and its revenue-sharing model similarly mimicked Apple. Microsoft’s intention required no guessing: if all Windows software were distributed through the Windows Store, Microsoft could take a cut of every transaction just like Apple, and Steam would be demoted from “the only channel” to “one of many stores.”

Newell saw through this move. Not because he was smarter than everyone else, but because he had spent thirteen years at Microsoft and seen firsthand how that organization operated. Microsoft wouldn’t ban Steam overnight—that would be too crude and invite antitrust lawsuits. Microsoft would take its time. First, by offering exclusive content in the Windows Store. Then, by giving Store apps priority installation at the system level. Then, by adding a warning pop-up for third-party installers: “Are you sure you want to install software from an unknown source?” Then, by hiding the “Confirm” button on that pop-up deeper and deeper.

Boiling a frog in warm water. Newell had seen Microsoft use this exact playbook against Netscape, against Java, against OpenGL. He was a guy who came out of that very pot.

So he followed up on stage with his second sentence: “We are going to bring all 2,500 games on Steam to Linux.”

That sentence sounded like empty talk. The Linux desktop market share in 2012 was less than 2%, and its gaming ecosystem was practically zero. But Newell wasn’t talking about market share. He was talking about—an escape hatch.

He wanted to make Steam independent of Windows. Not tomorrow, not next year. But to open the door before Microsoft tightened the noose.

As the previous chapter detailed, AI researchers had already fled to Linux long before this—the freedom they needed couldn’t be provided by Windows’ closed architecture. What Newell was going to do was lead the second batch of refugees right behind them: the gamers.





II. Forging the Weapon

To run Windows games on Linux, the orthodox approach is to ask every game studio to release a native Linux version.

That path is a dead end. The reason was explained in Chapter 2: the DirectX lock-in effect. The cost of porting an engine written in Direct3D over five years to Linux is equivalent to writing it from scratch. No studio was willing to spend that money, and no studio could see enough players on Linux to recoup the cost.

Newell chose a completely unorthodox path: Without modifying a single line of the game’s source code, build a translation machine underneath Linux to instantly convert every Windows API call issued by the game—including DirectX—into something Linux understands.

This idea wasn’t invented by Valve. Its origins can be traced back to 1993—an open-source project called Wine. Wine stands for “Wine Is Not an Emulator.” Its goal was to implement the behavior of Windows APIs on Linux, making Windows programs believe they were running on Windows, while underneath, the Linux kernel was doing the actual work.

Wine had been in development for twenty years. It could run some Windows office software and simple utility programs. But games—especially 3D games—were nearly impossible. Because 3D games didn’t just call Windows APIs; they heavily relied on Direct3D, and Direct3D’s behavior was deeply entangled within Windows’ proprietary GPU driver architecture. Wine’s early approach was to translate Direct3D into OpenGL—but OpenGL’s design was too high-level; when translating the low-level, close-to-hardware operations of Direct3D, the overhead was so large it ate up performance. A game running at sixty frames on Windows would drop to less than half after going through Wine’s translation.

The breakthrough appeared in 2017. A developer going by the screen name doitsujin, Philip Rebohle, started a project called DXVK. DXVK did one thing: translate DirectX 9, 10, and 11 API calls into Vulkan—the new generation, cross-platform graphics API maintained by the Khronos Group. Vulkan was different from the dying OpenGL: it was designed from scratch, had robust Linux driver support, and its performance was near-native.

If DXVK could achieve sufficiently precise translation, theoretically, any DirectX game could run through this pipeline:

Game issues a DirectX call → DXVK instantly translates it to Vulkan → Linux’s open-source GPU driver takes over → Pixels appear on the screen.

Theoretically.

Practically, DirectX has countless undocumented behaviors. Edge cases in shader compilation, implicit assumptions about memory alignment, timing dependencies in multi-threaded rendering, hacks implemented by certain game engines targeting specific NVIDIA driver versions—every game could step on a different landmine. The developers of DXVK had to reverse-engineer these behaviors and fix them one by one.

Valve saw DXVK and did something decisive: They sponsored Rebohle to develop it full-time. Then they packaged DXVK, a modified version of Wine, plus a bunch of performance patches and compatibility fixes into a single bundle, and built it directly into the Steam client.

This bundle was called Proton.

On August 21, 2018, Proton was officially released. The initial batch of certified games was only 27—including Doom (2016) and Quake. But its design philosophy was the key: Players didn’t need to know what Wine was, didn’t need to know what DXVK was, and didn’t need to configure anything. Click “Install” on Steam, click “Play.” Proton ran silently underneath.

Valve simultaneously hired core developers from Wine and Mesa (Linux’s open-source GPU driver stack), turning them from community volunteers into full-time Valve employees. It funded CodeWeavers—a company specializing in commercializing Wine—to accelerate fixing compatibility issues. It also opened ProtonDB, a community-driven compatibility database allowing players worldwide to report which games worked, which had issues, and how to bypass them.

What Valve was doing, to put it another way, was: Funding an army to reverse-engineer thirty years of every behavior Microsoft had accumulated in DirectX.

But translation was only the upper half of the pipeline. The lower half—feeding the translated Vulkan commands into the GPU—relied on the driver. And here Valve made a choice that affected the success of the entire prison break: It chose AMD, not NVIDIA.

On the surface, this was counter-intuitive. NVIDIA crushed AMD in performance. For a handheld console trying to squeeze the best visual quality out of the lowest power envelope, wouldn’t NVIDIA make more sense?

No. Because NVIDIA’s Linux GPU drivers were closed-source.

Closed-source meant Valve’s engineers couldn’t touch the driver’s source code—couldn’t modify it, couldn’t fix bugs, and couldn’t perform deep optimizations tailored to Proton’s translation behaviors. Translating DirectX to Vulkan was already an intricate surgery; if the final segment of the pipeline after that surgery was a black box where you couldn’t see inside, any problem would just have to wait for NVIDIA to release an update. The prison break would forever remain a half-finished job.

AMD took the exact opposite path. It actively published its GPU hardware documentation and supported an open-source Vulkan driver within the Mesa project called RADV. RADV wasn’t written by AMD itself—it was written by the open-source community, and the most active contributors in that community happened to be Valve employees. Valve’s engineers even felt AMD’s official shader compiler wasn’t fast enough, so they wrote a replacement from scratch called ACO and stuffed it into RADV. Its performance beat AMD’s in-house compiler.

In 2025, AMD made a historic decision: officially halting development of its own Linux Vulkan driver and shifting all resources to the community’s RADV. In other words—AMD officially admitted that the driver maintained by Valve’s engineers was better than the one AMD wrote itself.

This is the real reason Valve chose AMD. Proton handles the upper half (translating DirectX → Vulkan), and RADV handles the lower half (Vulkan → GPU commands). Both halves are open-source, and Valve’s engineers are deeply involved in both. The entire pipeline is transparent from end to end—there isn’t a single black box anywhere.

If an NVIDIA closed-source driver were sandwiched in the middle, end-to-end optimization would be impossible. The “press one button and play” experience of the Steam Deck would forever fall short at the last mile.

This choice has a deeper implication, but it won’t be fully settled until Chapter 7. NVIDIA’s closed-source strategy caused it to lose Linux gaming hardware—Valve didn’t want it. But that exact same closed-source strategy, on a different battlefield—AI—allowed NVIDIA to win completely. Why? Because the lock on gaming and the lock on AI have completely different depths.

But that is a story for later.





III. The First Breakout Attempt

But Proton wasn’t Valve’s first attempt. It was its second.

The first was in 2013. A year after his “catastrophe” speech, Newell announced an ambitious plan: SteamOS—Valve’s own Linux operating system; Steam Controller—Valve’s own controller; Steam Machines—living room game consoles built by third-party hardware manufacturers running SteamOS.

The logic of this plan was clear: if Windows is a prison cell, then build a game console that doesn’t need Windows and put it in consumers’ living rooms.

In November 2015, the first batch of Steam Machines launched. Alienware, Zotac, CyberPowerPC—several manufacturers released their own models.

Seven months later, total sales were under 500,000 units.

The reason for the failure, in hindsight, is brutally clear. The 2015 SteamOS did not have Proton—because Proton didn’t exist yet. At the time, fewer than a thousand Steam games could run on Linux; all of them were native ports, and most were small indie titles. A consumer spent about the same amount of money as a PlayStation, bringing home a machine that could only play one-tenth of the Steam library—what reason did they have not to return it?

By 2016, almost all hardware manufacturers had ceased production of their Steam Machines. Valve removed the Steam Machine section from its store’s front page in 2018. The Steam Controller ceased production and was cleared out in 2019.

By any commercial standard, this was a complete failure.

But one thing didn’t stop.

Valve’s investment in Linux never halted. Steam Machines died, but SteamOS continued development. The sponsorship of Wine continued. Mesa engineers continued drawing Valve salaries. When DXVK emerged in 2017, Valve reached out immediately.

There’s a detail here worth pausing for: Valve is a private company. No IPO, no shareholders, no Wall Street analysts staring at quarterly earnings asking, “Where’s the ROI on your Linux investment?” If Valve were a public company, the Linux project would have been axed at the next board meeting following the failure of the Steam Machines.

It wasn’t axed. Because the only person who needed convincing was Gabe Newell himself. And Newell was looking further than a single quarter.

Newell himself said in a 2020 retrospective: “The hardware we pushed back then was extremely incomplete at that time.”

He knew 2015 was too early. But he also knew that if he didn’t start throwing money down first—nurturing engineers, nurturing the community, nurturing the open-source ecosystem—when the timing was right, he’d have nothing in his hands.

So he waited. Waited for DXVK to appear. Waited for Proton to be able to translate over 60% of Steam games to a playable state. Waited for AMD’s APUs to mature enough to be stuffed into a handheld console.

Then, he made his second move.





IV. Prison Break

On February 25, 2022, the Steam Deck launched.

A handheld game console. 7-inch screen, custom AMD APU—Zen 2 CPU plus RDNA 2 GPU, 16GB RAM. Priced starting at $399. Running SteamOS 3.0—based on Arch Linux, no longer the half-finished Debian of 2015.

It could play over 80% of Windows games on Steam. Not native Linux games; Windows games, instantly translated via Proton, running on Linux.

Players didn’t know they were using Linux. They only knew they pressed a button and the game appeared—just like the Nintendo Switch.

By mid-2025, cumulative shipments of the Steam Deck exceeded 5.6 million units, capturing nearly half the market share for handheld gaming PCs. The number of Proton-compatible games grew from the 27 available at launch in 2018 to over 100,000—90% of the Steam library.

For the first time in PC gaming history, a commercially successful hardware device proved one thing:

PC gaming does not need Windows.

The DirectX wall Microsoft spent thirty years building—whose every brick and post was recorded in Chapter 2—was bypassed by Valve. Not climbed over, but tunneled under. The materials for the tunnel were entirely open-source: Wine, DXVK, Mesa, Vulkan, the Linux kernel. Not a single line of code required Microsoft’s permission.

The irony is even deeper: the developers of those DirectX games translated by Proton didn’t even know their games were being played on Linux. They didn’t release a Linux version, didn’t sign any contracts, and didn’t do any extra work. Proton bypassed Microsoft, and it bypassed them too.

And Valve isn’t the only one running Windows games on Linux. Even NVIDIA’s own cloud gaming service, GeForce NOW, runs on Linux servers at its core—only its approach is more direct: firing up a Windows virtual machine on top of Linux, letting the game run inside it, and shutting it down when finished. Windows’ role there is no longer that of a landlord, but of a temporary rental room spun up and torn down on demand. The significance of this picture won’t be fully settled until the final chapter.





V. Closing Arguments

But we must pause here and ask an uncomfortable question.

Is Valve a hero?

From an antitrust perspective, yes. Valve proved that platform lock-in is not eternal. The thirty-year DirectX wall could be brutally dug through by a group of determined engineers using open-source tools, without spending a cent on licensing fees, and without touching a line of Microsoft source code. This is the first counterattack against the pattern identified in Chapter 2 so far in this book.

But what about Valve itself?

Steam takes a 30% cut. On every game sold through Steam, regardless of platform, Valve takes 30%. That number is exactly the same as the Apple App Store—the very “platform tax” despised by indie developers mentioned in Chapter 2. Steam Deck players are indeed no longer locked on Windows—but they are locked on Steam. You bought five hundred games on Steam; are you going to leave Steam? Your save files, your community, your friends list, your game library of the last ten years—all of it is bound to this platform.

Furthermore, legally, you don’t own those five hundred games. In 2024, a new law in California forced Steam to add a line to its checkout page: “Purchasing a digital product grants a license for the product on Steam.” You are not buying a game; you are buying a license to use it. From cartridges to discs to digital downloads to cloud streaming, every step has traded ownership for convenience—Valve is the landlord, you are the tenant; it’s just that this landlord treats you well right now, so you don’t feel like you’re renting.

Valve tore down Microsoft’s wall, only to build its own wall in the exact same spot.

That pattern appears again. Only this time, it’s wearing different clothes.

Chapter 2’s pattern: Use DirectX’s convenience to attract developers → Developers are locked onto Windows → Consumers are locked in turn.

Valve’s pattern: Use Steam’s convenience to attract consumers (massive game library, deep discounts, one-click install) → Use the massive user base to attract developers (if you’re not on Steam, you don’t exist) → Use the 30% cut and the stickiness of the user library to lock in the entire ecosystem.

The direction flipped from the developer side to the consumer side. The result is the same—the wall is still there, just with a new landlord.

This is the fourth variation of the book’s core pattern—and the first time it appears on the side of the “rebel.” The person who breaks a lock often finds, in the process of breaking free, that what they hold in their hand is a tool to build another lock.

But let me throw some cold water here.

Valve was able to pry open the DirectX lock because it was a shallow lock—it only locked one layer of API. The API’s behaviors are mostly documented, its inputs and outputs are deterministic, and a sufficiently determined person could reverse-engineer it. Philip Rebohle started DXVK alone. Valve threw money at it to scale it up. The lock was opened.

Not all locks are this shallow.

CUDA, which will be discussed in the next chapter, didn’t lock a single layer of API. It locked the hardware instruction set, the compute libraries, the AI frameworks, and the GPU computing curriculum at every university worldwide—four locks stacked together, each deeper than DirectX. AMD’s ROCm has been chasing it for ten years and still hasn’t pried it open. The difference between that lock and this lock is the dividing line between a “successful counterattack” and a “failed counterattack.”





VI. The Loot is Still Being Divided

Back to the Steam Deck.

The reason it can exist—a Linux handheld playing 90% of Windows games—is because Proton’s engineers did something extremely abnormal: without the source code, they reverse-engineered thirty years of every behavior Microsoft accumulated in DirectX. Every edge case in a shader compiler, every undocumented GPU memory behavior, every implicit contract between Windows drivers and game engines—they dug them out one by one, translated them one by one.

What kind of people does this work require?

It requires people who simultaneously understand DirectX’s state machine, Vulkan’s pipeline architecture, the Linux kernel’s memory management, the Mesa open-source driver’s shader compiler, and every hack game engines perform at the limits of hardware. They span hardware and software. They see through the entire stack. They are not people who “do things with APIs”; they are people who “understand why the API looks the way it does.”

To give a concrete example. Valve’s engineers felt AMD’s official shader compiler was too slow on Linux, so they wrote a replacement from scratch called ACO. To write something like that, you have to simultaneously understand three things: the native instruction set architecture of AMD GPUs, the semantics of every shader operation in the Vulkan spec, and the way the Linux kernel schedules GPU tasks. These three things belong to three different professional domains. In an ordinary company, this is the work of three different departments. Valve’s engineers did it all individually. And what they wrote was faster than the compiler maintained by AMD’s own team of hundreds.

Proton can exist because these kinds of engineers still exist.

Most of them grew up in the Linux community of the nineties—an era when, to run anything on Linux, you had to compile the kernel yourself, write the driver yourself, and figure out the behavior of every layer of the stack yourself. They belong to the same era and the same training as Carmack.

But that era has ended.

Today’s CS graduates can use Cursor to build an entire app, and use Hugging Face to call a pre-trained model—from start to finish without needing to know how the GPU schedules instructions, how memory is aligned, or how the driver communicates with the kernel. It’s not that they aren’t smart. They’ve just never been forced to touch those things.

If one day Proton breaks—not on the surface UI, but deep in the seam between the DirectX translation layer and the Vulkan driver of some new GPU—will there still be anyone who can fix it?

This problem isn’t just Valve’s problem. It’s a problem for the entire tech industry. Because Proton isn’t the only system that relies on “full-stack spanning” engineers to exist—CUDA’s driver stack is one, TSMC’s process co-optimization is one, and AMD’s semi-custom chip design for three major consoles is another.

The common characteristic of these systems is: They cannot be built by someone who only understands APIs, and they cannot be fixed by someone who only understands APIs. Yet our education system is mass-producing people who only understand APIs.

This contradiction is the question this book must answer head-on as it reaches its midpoint.

The main text pauses here. The pages that follow will no longer discuss corporations or business wars. What they will discuss is a kind of person who is disappearing.
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Chapter 7: The CUDA Gamble and the Gamers’ “R&D Tax”

In the spring of 2026, a machine learning engineer who had just gotten his master’s degree was making technology choices for his first job. The task was simple: train a mid-sized language model. He opened PyTorch, wrote a few lines of code, called torch.cuda.is_available() to confirm the GPU was online, and started training.

He didn’t think about what happened underneath that line of code.

PyTorch called cuDNN—NVIDIA’s deep neural network acceleration library. cuDNN called cuBLAS—NVIDIA’s linear algebra library. cuBLAS compiled into PTX intermediate code, which was then instantly translated by the NVIDIA driver into SASS—the native machine instructions of that GPU. The entire pipeline, from the first line of Python to the switching of the very last transistor, had the exact same logo stamped on every single layer.

His manager said, “The company budget is tight, and AMD’s GPUs are 40% cheaper. Can we switch?”

He tried. He changed torch.cuda to torch.hip. The first error appeared in a convolution kernel within cuDNN—AMD’s equivalent, MIOpen, didn’t support that specific data layout format. He worked around it. The second error appeared in multi-GPU communication—NVIDIA’s NCCL library had no peer equivalent on AMD, AMD’s own RCCL was a notch slower, and under certain topologies, it simply crashed. He spent three days tracing the issue and found it was a race condition in the driver layer, marked by AMD’s ROCm team on GitHub as a “known issue, expected to be fixed in the next release.”

Two weeks later, he told his manager: “We can’t switch.”

He treated this as an engineering problem—AMD’s software wasn’t mature enough yet, and maybe it would be fine if they waited two more years.

No.

AMD’s ROCm isn’t “not mature enough yet.” It has been chasing for ten years, and it still hasn’t caught up. Not because AMD’s engineers are worse than NVIDIA’s, but because what they are facing isn’t a lock; it’s a prison four layers deep. And you—everyone who has ever trained a model with PyTorch—have been living inside it since your first day of grad school.

The previous chapter told the story of how a lock was pried open. DirectX locked PC gaming for thirty years, and Valve bypassed it with Proton. After reading that chapter, you might feel: any lock can be pried open, as long as someone is determined enough.

This chapter is going to shatter that illusion.




I. Motive for the Crime

In 2003, a Stanford University PhD student named Ian Buck published something. It wasn’t a graphics card, it wasn’t a game—it was a programming language.

It was called Brook.

Buck observed a fact in the Stanford graphics lab: inside a GPU are hundreds of tiny cores, each capable of floating-point operations, and combined, their computing power far exceeds the fastest CPU of the time. But these cores only recognized graphics APIs—they were tied down by hardware design to the single task of “drawing pixels.” What if they could be used to calculate other things—matrix multiplication, physics simulations, protein folding?

Brook was the answer he came up with: a language allowing programmers to use C-like syntax to throw general-purpose computing tasks onto the GPU. The concept was beautiful, but it had a fatal flaw: Brook had to disguise all computing tasks as graphic rendering instructions—because the GPU hardware of that era only recognized graphics APIs. You want to calculate a matrix multiplication? You first have to pretend it’s a triangular texture, and then use an OpenGL shader to “render” it. Low efficiency, many restrictions, and few things it could actually do.

Buck got his degree thanks to Brook. Then Jensen Huang personally invited him to join NVIDIA.

In 2004, Buck entered NVIDIA. Jensen Huang looked at Buck’s research, and he didn’t see an academic report—he saw a seam. There are hundreds of tiny cores inside a GPU, each capable of floating-point operations, but the hardware design forced them to only draw pictures. If this restriction were removed—allowing those cores to do any computation—the GPU would transform from a graphics card into a supercomputer.

But the cost of removing that restriction was massive. It meant redesigning the entire architecture of the GPU: the instruction set had to change, the memory model had to change, the thread scheduler had to change. And these changes wouldn’t make games run any faster—games only needed to draw pictures; they didn’t need general-purpose computing. In other words, after making these changes, gamers wouldn’t get any benefits, but NVIDIA would have to pay a massive R&D cost for them.

Jensen Huang had Buck lead a team to burn the concept of Brook directly into the hardware of the next-generation GPU. Not simulated in software, not done via shader hacks—but carving true general-purpose compute units into the silicon, allowing every core to execute arbitrary C code.

On November 8, 2006, the GeForce 8800 GTX launched. Codenamed G80. $599. 128 stream processors, 681 million transistors, 90-nanometer process.

What gamers saw was: the first graphics card in history to support DirectX 10, delivering a leap in visual quality that left them stunned.

What gamers didn’t see was: inside those 128 stream processors, every single one had been redesigned—they didn’t just calculate pixels; they could calculate anything. Matrix multiplication, Fourier transforms, fluid dynamics simulations, molecular dynamics—any problem you could write as parallel code could be thrown onto it.

Seven months later, on June 26, 2007, NVIDIA released the CUDA Toolkit 1.0—a set of development tools allowing programmers to write general-purpose computing programs directly in C on the GPU.

No gamers noticed. No gaming media reported on it. For 99% of GeForce 8800 GTX users, CUDA was something that didn’t exist. They spent $599 to buy a graphics card to play games, not to run scientific calculations.

But inside their $599, a portion was taken to amortize the R&D cost of the general-purpose compute cores.

Every GeForce sold had hardware built in that gamers wouldn’t use, but the scientific research community would use in the future. NVIDIA didn’t explain this to anyone. It didn’t need to. It just needed to keep selling gaming graphics cards—the more it sold, the thinner the general-purpose computing R&D costs were spread, and the lower the risk.

The interlude defined a type of person—someone who can see through the seams between the hardware instruction set, the software API, and the upper-level applications. Jensen Huang is the archetype of this kind of person. He could see the seam between the GPU’s graphics cores and general-purpose computing. His bet was: let the gamers raise this seam for me first, and wait for the day someone comes to claim it.

But we must pause here and ask a question: NVIDIA is not Valve.

The previous chapter explicitly pointed out that Valve could withstand the failure of Steam Machines and continue investing in Linux because it is a private company—no shareholders, no Wall Street analysts asking every quarter where the ROI is. But NVIDIA had already gone public in January 1999. It was a publicly traded company listed on NASDAQ. The R&D costs of CUDA caused NVIDIA’s market cap to drop from roughly $8 billion to under $1.5 billion. Wall Street’s reaction wasn’t questioning; it was silence—something far more terrifying than questioning.

How could Jensen Huang withstand that?

The answer starts from a thread buried in Chapter 4.

The end of Chapter 4 mentioned: NVIDIA supplied the GPU for the original Xbox in 2001—codenamed NV2A, based on the GeForce 3 architecture. That was NVIDIA’s first taste of the console market. The taste was bitter. Microsoft locked the chip price in the contract and demanded NVIDIA lower the price year by year. Jensen Huang refused. The relationship went from cold to arbitration, ultimately reaching a settlement in February 2003. But settlement is not reconciliation. In August 2003, Microsoft announced the GPU for the Xbox 360 would switch to ATI.

NVIDIA was kicked out of the living room.

From the perspective of business textbooks, this was a failure. A console GPU is a stable order pipeline stretching seven to ten years—Chapter 8 will expand on this. Losing Microsoft as a client meant losing a long-term meal ticket for tens of millions of units shipped.

But in hindsight, being kicked out was the best thing that ever happened in Jensen Huang’s career.

There are three reasons.

First, a console GPU is a thankless job. The console manufacturer asks you to make the chip into a semi-custom SoC, stuff it into the chassis they designed, run it according to their thermal budget, and then lower the price every year. Your top engineers aren’t pursuing breakthroughs in the next generation architecture—they are saving costs for Microsoft. If NVIDIA were still making the GPU for the Xbox 360, the engineers who were supposed to be designing CUDA cores between 2004 and 2006 would likely have been locked into the drudgery of compressing costs for Microsoft.

Second, the profit structure of PC graphics cards is on an entirely better level than console GPUs. Microsoft felt a console chip costing a few dozen dollars was too expensive. But PC gamers were willing to spend $599 for a GeForce 8800 GTX—more than a dozen times the unit price of a console GPU. The profit Microsoft refused to give, gamers handed over with both hands. These profits were the true reason CUDA could burn money for ten years without bankrupting NVIDIA. Jensen Huang hid the R&D cost of CUDA inside the gross margin of every GeForce—gamers couldn’t see it, and Wall Street didn’t understand hardware design well enough to know that those “general-purpose compute cores” were things gamers didn’t use. The “R&D Tax” isn’t just a metaphor. It was Jensen Huang’s financial sleight of hand to pull the wool over everyone’s eyes.

Third, losing the living room forced Jensen Huang to think about a question he originally didn’t need to ask: Besides drawing games, what else can a GPU do? If NVIDIA still had Microsoft’s long-term meal ticket, this question might never have been taken seriously. But the meal ticket was gone. Jensen Huang had to find a second life for the GPU outside of gaming. Ian Buck’s Brook was the starting point of that life.

There is a suffocatingly ironic boomerang here.

In 2002, Microsoft fell out with NVIDIA to save a few dollars in cost on every Xbox chip. Those few dollars multiplied by tens of millions of Xboxes was a dispute worth roughly a few hundred million dollars. Microsoft felt it won—it built the Xbox 360 with cheaper ATI chips and sold better than the original.

Twenty years later, in 2023, Microsoft placed an order with NVIDIA. Not for a few hundred million dollars—but billions of dollars. Tens of thousands of H100s and subsequent B200s, used to train the large language models of OpenAI, which it had invested $13 billion into. The price of every single card was hundreds of times the cost of that Xbox GPU back then.

The money Microsoft saved by kicking out NVIDIA back then because it was “too expensive” was now being vomited back, principal plus interest. And it was vomiting it back on its knees—because CUDA’s four layers of locks meant that even if Microsoft wanted to change suppliers, it couldn’t.

Microsoft was the indirect catalyst for the CUDA monopoly. It kicked out NVIDIA, forcing Jensen Huang back to the PC. Retreating to the PC allowed NVIDIA to earn the profit to fund CUDA. CUDA grew into a four-layer-deep prison, and Microsoft itself became the biggest prisoner inside it.

For this “someday,” he waited six years.





II. Forging the Weapon

CUDA is not an API.

Chapter 2’s DirectX is an API. It does one thing: it allows game programmers to use a unified set of function calls to drive GPUs from different vendors to draw pictures. DirectX is a layer—a layer of interface sandwiched between the game engine and the GPU driver.

CUDA is not a layer. CUDA is a tower of four layers stacked together. Every layer has its own lock, every lock operates independently, and together they form an almost inescapable prison.

Layer One: The Hardware Instruction Set.

NVIDIA GPUs have their own native instruction sets—PTX (Parallel Thread Execution) is the intermediate representation layer, and SASS is the lowest-level machine code. When you write a piece of CUDA code, the compiler turns it into PTX, and then NVIDIA’s driver translates the PTX into the SASS of your specific GPU model at runtime.

This works on the same principle as an x86 CPU: your code ultimately has to become instructions that chip understands. But the difference is that the x86 instruction set is public—both Intel and AMD implement the same instruction set, so your program can run on both companies’ CPUs. NVIDIA’s PTX and SASS are proprietary. AMD’s GPUs have a completely different instruction set architecture. You have no way of taking a compiled piece of CUDA code and running it on an AMD GPU, just like you can’t shove a CD into a tape recorder to play it.

Layer Two: Compute Libraries.

An AI researcher won’t write a GPU kernel for matrix multiplication themselves—it’s too slow, too prone to errors, and someone has already done it. They will call cuBLAS—NVIDIA’s linear algebra acceleration library. Training a neural network? cuDNN—NVIDIA’s acceleration library optimized for deep learning convolutions, normalizations, and activation functions. Doing a Fourier transform? cuFFT. Doing sparse matrix calculations? cuSPARSE. Communication between multiple GPUs? NCCL.

Behind every library is an engineering team of dozens to hundreds of people who have spent five or ten years performing extreme optimization targeting the microarchitecture of every generation of NVIDIA GPUs. The exact same matrix multiplication call, running the cuBLAS version, will automatically select the best algorithm based on your GPU model, matrix size, and data type—these algorithms were hand-tuned one by one by engineers, not auto-generated by programs.

Does AMD have corresponding libraries? Yes. rocBLAS, MIOpen, rocFFT—the names match up, the functions roughly match up. But they started nearly a decade later, and the target they are chasing keeps running every year. By 2026, cuBLAS had gone through over a dozen major version iterations. What rocBLAS has to chase isn’t just today’s cuBLAS, but also cuBLAS’s roadmap for the next three years.

They chase, but they can’t catch up. Because NVIDIA has something AMD doesn’t: Every AI researcher in the world is using cuBLAS to run experiments every day, reporting bugs, requesting features, and contributing performance data. This feedback loop is something rocBLAS cannot buy—because too few people use rocBLAS.

Layer Three: Framework Binding.

PyTorch. TensorFlow. JAX.

The three major frameworks used by the global AI research community in 2026. All of them wrote their CUDA backends first, and patched in AMD support later.

This sentence sounds like a scheduling issue—which one to do first and which later. It’s not. It’s an issue of deep binding. The core operators of PyTorch—those low-level functions doing forward passes, backward passes, and gradient updates—were originally written in CUDA. They don’t call an abstract GPU API and then adapt to CUDA—they are written directly using CUDA’s memory model, CUDA’s thread hierarchy, and CUDA’s synchronization primitives. AMD’s backend is added on afterward; essentially, it is a translation layer that translates PyTorch’s CUDA calls into AMD’s HIP calls.

How much can translation achieve? Basic functions, yes. But edge cases—a rare tensor shape triggering a fast path unique to NVIDIA in cuDNN, a distributed training strategy relying on a specific behavior of NCCL, a custom CUDA kernel using instructions unique to NVIDIA—these are the places where it breaks.

Inside the training code written by an AI researcher, there are over a dozen implicit CUDA dependencies. They weren’t written by the researcher—they were called by PyTorch on their behalf. They write model.train() in their code, and PyTorch calls cuDNN’s convolution kernel, cuBLAS’s matrix multiplication, and NCCL’s gradient synchronization for them. They have absolutely no idea they are using CUDA—just like the Steam Deck player in Chapter 6 doesn’t know they are using Linux. The difference is, the Steam Deck player can afford not to care what’s underneath; the AI researcher only realizes where they are locked in the moment they think about switching GPUs.

Layer Four: Knowledge Binding.

This is the deepest layer, and the least visible one.

GPU computing courses at universities worldwide—taught using CUDA. Textbooks—written with CUDA examples. Experimental code for academic papers—hosted on GitHub, implemented in CUDA. Q&A on Stack Overflow about GPU acceleration—there are fifty times more answers for CUDA than for ROCm. From the very first day a PhD student enrolls, the parallel computing language they learn is CUDA, the code attached to the papers they read is CUDA, the answers to the questions they ask are CUDA.

Five years later, they graduate. They join an AI company. Their way of thinking—how to partition data, how to schedule threads, how to minimize memory movement—has all been forged entirely by CUDA’s mental model. If you tell them to “switch to AMD,” they don’t just need to switch toolchains—they need to relearn an entire way of thinking.

And they won’t. Because their colleagues all use CUDA too. The reviewers of their papers use CUDA too. Their next job interview will ask about CUDA too.

This is knowledge lock-in. It doesn’t rely on any contracts, any patents, or any commercial terms. It relies on an entire generation of engineers growing up within the exact same set of tools.

Four layers of locks. Hardware instruction sets, library ecosystems, framework binding, knowledge binding. Every layer operates independently, and every layer has its own moat. If you pry open the first layer (making your own GPU instruction set), the second layer is still there (no equivalent libraries). If you catch up on the second layer (spending ten years writing equivalent libraries), the third layer is still there (the framework’s core code is still written for CUDA first). If you convince framework developers to treat you equally (the third layer), the fourth layer is still there—a million AI engineers already thinking in CUDA won’t follow you just because you built a good set of tools.

This prison has no explicit door. It is enclosed by four mutually reinforcing walls.





III. Why It Can’t Be Pried Open

After reading the previous chapter, you might think: No matter how hard CUDA is to pry open, it’s just another DirectX—find an engineer determined enough, spend a few years building a translation layer, and you can eventually bypass it.

You can’t.

Because the locks of DirectX and CUDA are of completely different depths.

What DirectX locks is one layer—a layer of graphics API. Though its behavior is complex, it is fundamentally a set of input-output mappings: the game issues a Direct3D call, expecting a certain result to appear on the screen. Most of these mappings are documented, and the rest can be reverse-engineered. The developer of DXVK, Philip Rebohle—a single person—could kick off that counterattack. Because he only needed to do one thing: observe DirectX’s behavior and replicate it using Vulkan. Tedious, but feasible.

What CUDA locks is not one layer. It is four layers.

AMD tried translation. It made HIP—a set of tools that can automatically convert most CUDA source code into AMD code. Surface-level conversion can indeed be done. But the moment it hits cuDNN—a binary library without source code—HIP breaks. You have no way of translating something when you can’t see its internals. AMD could only write a functionally equivalent MIOpen from scratch, and then spend years chasing the biannual updates of cuDNN.

The deeper problem is: even if AMD caught up at the library layer—assuming MIOpen one day truly became as fast as cuDNN—the core developers of PyTorch wouldn’t instantly upgrade the AMD backend to a first-class citizen because of that. Because the primary contributors to PyTorch are at Meta. Meta’s GPU clusters entirely use NVIDIA. Every new feature of PyTorch is developed, tested, and optimized on NVIDIA GPUs first, and only then does someone—usually AMD’s own engineers—spend a few weeks adapting it to ROCm.

You are not chasing a stationary target. You are chasing a target that runs every day, and all the referees, spectators, and reporters on the track are cheering for that target.

Valve used Proton to pry open the DirectX lock. But that was because DirectX only locked one layer—an API layer whose behavior could be reversed and translated. What CUDA locks is not one layer. It locked the hardware instruction set, compute libraries, AI frameworks, and GPU computing courses at every university worldwide. Four locks stacked together, each deeper than DirectX. To this day, no one has been able to pry this lock open.

There is a contrast here so ironic it’s cruel.

NVIDIA’s closed-source strategy yielded completely opposite results on two battlefields.

The previous chapter stated: Valve chose AMD instead of NVIDIA as its chip partner for the Steam Deck precisely because NVIDIA’s Linux GPU drivers were closed-source—Valve’s engineers couldn’t modify it, couldn’t perform deep optimization targeting Proton, and couldn’t achieve end-to-end integration between the translation layer and the driver layer. NVIDIA’s closed-source strategy caused it to lose the battlefield of Linux gaming hardware.

But the exact same closed-source strategy—the closed-source nature of the CUDA ecosystem—allowed NVIDIA to win AI.

What’s the difference? The difference is the depth of the lock.

DirectX only locks one layer of API. If you open up the GPU driver (which AMD did), the translation layer can talk directly to the hardware, making a closed-source driver an obstacle. But CUDA locks four layers. No matter how open-source AMD’s driver is, it cannot touch the three layers above the driver—libraries, frameworks, and knowledge systems. The victory of open source at the driver layer is meaningless to CUDA’s four-layer prison.

Open source vs closed source is not a moral judgment. It is a strategy. It depends on what you are locking, and how deep you are locking it. DirectX locks shallowly, so the open-source community could translate it. CUDA locks four layers deep; no matter how much open source wins at the bottom layer, the three layers above remain entirely unmoved.





IV. Recognition

Six years.

From the birth of CUDA with the GeForce 8800 GTX in 2006 to its ignition by a 27-year-old Ukrainian-Canadian PhD student in 2012—six years.

Alex Krizhevsky was doing his PhD at the University of Toronto. His advisor was Geoffrey Hinton—an outlier who for decades insisted that “neural networks will eventually return.” Hinton’s other student was Ilya Sutskever—the same Ilya Sutskever who would later co-found OpenAI and then leave to found Safe Superintelligence.

Krizhevsky had already written a convolutional neural network program in CUDA called cuda-convnet, running on small-scale datasets. Now he wanted to do something bigger: challenge ImageNet with a deep neural network—a massive image recognition dataset containing over 15 million labeled photos. The best accuracy rates of traditional machine learning methods on this dataset had been stagnant for several years.

His training equipment was two NVIDIA GTX 580s—consumer gaming graphics cards of the time, each with 3GB of VRAM (a special version of the GTX 580—the standard version only had 1.5GB, but Krizhevsky needed more memory to fit sixty million parameters), retailing for about $500. He installed these two cards in a desktop computer and placed it in his bedroom at his parents’ house.

On September 30, 2012, the SuperVision team formed by him, Sutskever, and Hinton submitted their results to the ImageNet Large Scale Visual Recognition Challenge.

Their model—later named AlexNet—crushed the top-5 error rate from the runner-up’s 26.2% down to 15.3%.

The gap wasn’t a few percentage points. It was ten percentage points. In a competition where top global labs had competed fiercely for years, improving by less than one percentage point annually, a three-person team, using two gaming graphics cards in a bedroom, left everyone else in the dust by ten percentage points.

The entire field of computer vision changed direction that day.

But what truly changed wasn’t the academic world. What truly changed was Jensen Huang’s company.

AlexNet proved one thing: deep neural networks aren’t just theoretically effective—they steamroll all traditional methods on massive datasets. And the critical hardware that enabled this steamrolling was the GPU. Not the CPU, not an FPGA, not any custom AI accelerator—but two gaming graphics cards you could buy at Best Buy for a thousand dollars.

NVIDIA transformed from a “gaming graphics card company” into an “AI infrastructure company” that autumn.

It didn’t need to pivot. It didn’t need to restructure. It didn’t need to develop new products. Because it had already built the hardware six years prior—every GeForce had CUDA cores inside, and every one could run general-purpose computing. AlexNet merely found the masters those cores had been waiting for as they slumbered for six years.

Gamers had paid the R&D tax for six years. In the moment Krizhevsky pressed “Start Training” in his bedroom, the bill for that tax was settled.





V. Closing Arguments

This pattern appears again.

Chapter 2 is the prototype: Microsoft uses the convenience of DirectX to attract game developers → Developers are locked onto Windows → Consumers are locked in turn.

Chapter 6 is the counterattack plus a new lock: Valve uses Proton to pry open Microsoft’s wall → Builds Steam’s wall in the exact same spot.

This chapter is the fifth variation, and the deepest lock of all.

The entrance of convenience: more beautiful game visuals. Every generation of GeForce was faster than the last, and gamers willingly handed over their money to upgrade—$599, $699, $999, all the way to the RTX 4090’s $1,599. They were buying visual quality. They didn’t know that inside every card they bought was a set of general-purpose compute cores entirely unrelated to gaming, paving the way for NVIDIA’s next game of chess.

The targets of lock-in: AI researchers. They weren’t persuaded by NVIDIA’s salespeople. They were persuaded by their paper advisors, by textbooks, by Stack Overflow, and by PyTorch’s import torch. They didn’t even feel like they were making a choice—CUDA wasn’t a tool they chose to use; CUDA was the environment they grew up in. You wouldn’t say you “chose the air.”

The ultimately locked targets: every tech company in the world that wants to do AI. Google, Meta, Amazon, Microsoft, every Chinese tech giant, every AI startup—they are all locked in. Not because NVIDIA’s GPUs are the best (although they are indeed the best), but because the entire AI ecosystem—from education to frameworks to libraries to hardware—all grew up revolving around CUDA. You could build a faster AI chip. But if the AI engineers of the world don’t know how to use it, it’s just an expensive piece of silicon.

The cost only materializes over a decade later.

In 2024, NVIDIA’s market capitalization surpassed three trillion dollars. The H100 GPU—the card that trained ChatGPT and Claude—was out of stock globally. Tech companies lined up with multi-billion-dollar orders to buy that card from Jensen Huang. A single H100 retails between $25,000 and $40,000, depending on the model and supply and demand. How much of that price is the GPU hardware cost? How much is the monopoly premium of the CUDA ecosystem?

No one can clearly untangle it. Because CUDA’s four-layer lock has already caused NVIDIA’s GPU and the AI ecosystem to meld into one. You aren’t buying a card—you are buying an admission ticket to the entire ecosystem. And the admission fee for this ecosystem was prepaid for you by gamers, graphics card by graphics card, starting in 2006.





VI. The Loot is Still Being Divided

Back to the young machine learning engineer at the beginning.

He tried to switch his company’s GPU cluster from NVIDIA to AMD, spent two weeks, and gave up. He treated this as a technical problem—“AMD’s software isn’t mature enough yet.”

But he was wrong. This isn’t an issue of maturity. It is an issue of a system that was designed before he was born.

In 2006, the day Jensen Huang decided to stuff general-purpose compute cores into the GeForce 8800 GTX, the fate of this young engineer was already decided. His university professor would teach him parallel programming using CUDA, his first job would require him to train models using PyTorch, and his PyTorch would call cuDNN and cuBLAS underneath—and he will never know that this entire pipeline exists because, eighteen years ago, a group of gamers pursuing extreme visual quality shared an R&D cost they didn’t know existed, for a company they didn’t know.

Every cent of GPU rent he pays today, every H100 order his company places with NVIDIA, every dollar of monopoly premium the global AI industry pays to Jensen Huang—are all the delayed bills of that decision in 2006.

But the bill is not just money. There is another side to the bill.

Every NVIDIA GPU—whether it’s a GeForce, Quadro, Tesla, or H100—is a silicon chip. Someone has to manufacture it. Someone has to carve its circuits. Someone has to implement its transistors on a twelve-inch silicon wafer using photolithography machines, etching fluids, and hundreds of precision processes.

In 2026, there is only one company that manufactures these chips. It is not in Silicon Valley, not in Tokyo, not in Seoul.

It is in Hsinchu.
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Chapter 8: The Only Arsenal — TSMC’s Ultimate Monopoly

In the autumn of 2025, an NVIDIA supply chain manager sat in a cafe near the Hsinchu Science Park, waiting for his TSMC contact to reply to an email. The content of the email was simple: Could the production schedule for the next batch of B200 AI chips be moved up by two weeks?

He waited three days. The answer was no.

Not because TSMC didn’t want to, but because ahead of NVIDIA on the production line were Apple’s A19 Pro, AMD’s next-generation EPYC server processors, Qualcomm’s flagship mobile chips, and several clients whose names he was not permitted to know. Everyone was rushing them. Everyone felt their chips were the most important. But the factories in the world capable of manufacturing these chips—capable of etching tens of billions of transistors onto a twelve-inch wafer using a 3-nanometer process with a yield high enough for commercial mass production—there was only one.

Just this one.

Not in Silicon Valley. Not in Tokyo. Not in Seoul. Not in Berlin.

In Hsinchu.

The previous chapter described a four-layer-deep software prison—CUDA locking in hardware instruction sets, libraries, frameworks, and AI engineers worldwide. That prison is invisible; it is built out of code.

This chapter is about a tangible prison. Its walls are not code, but silicon, light, and hundreds of manufacturing processes precise down to the nanometer. The name of this prison is TSMC. And a significant portion of the bricks that built it—the process experiences that taught TSMC how to manufacture massive chips—were paid for by gamers.




I. An Uncomfortable Fact

Before unfolding the argument, let’s get one thing straight.

The launch customer for TSMC’s advanced processes is not gaming. It is Apple.

In September 2018, the Apple A12 Bionic became the first mass-produced TSMC 7nm chip. In 2020, the A14 Bionic pioneered 5nm. In 2022, the A16 Bionic debuted 4nm. In 2023, the A17 Pro debuted 3nm. With every generational shift in process technology, the iPhone is always the first to charge ahead.

In 2023, the revenue breakdown of TSMC’s customers: Apple accounted for 25%, NVIDIA 11%, and AMD 7%. The biggest customer is Apple, not any company related to gaming.

This fact must be honestly acknowledged. The arguments in this book do not rely on hyperbole.

But numbers only tell half the story. Apple is TSMC’s largest customer and most loyal launch partner—this is indisputable. However, the reason TSMC could become the only factory on Earth capable of mass-producing the most advanced chips does not rely on any single customer. It relies on an entire customer portfolio—and within this portfolio, the role played by gaming is far deeper than the revenue numbers suggest.





II. Four Types of Chips, Four Types of Exam Papers

To understand gaming’s true contribution to TSMC, one must first understand something everyone in the semiconductor industry knows but rarely explains to outsiders: Not all chips are equally hard to make.

Every new process node at TSMC—for example, jumping from 7nm to 5nm—is like a newly built examination hall. The hall is built, but to verify if it works, you need examinees to come in and take a test. Different examinees take papers of different difficulty levels.

The Mobile SoC is the foundational paper.

Apple’s A-series chips have a die area of about 110 square millimeters. Small chips, low power consumption, updated annually. Its requirement for TSMC is: prove that this new node can work—the transistors can function, the yield is high enough, and power consumption meets targets. This is the maiden voyage experiment. Apple is willing to pay top dollar to grab the first batch of capacity, and TSMC uses Apple’s orders to recoup the cost of building the new node’s fab. Both sides get what they need.

The Gaming GPU is the extreme paper.

NVIDIA’s RTX 4090—the flagship consumer graphics card of 2022—houses a die of 608 square millimeters, 76 billion transistors, and consumes 450 watts. Using the exact same 5nm family process, Apple makes a chip the size of a fingertip, while NVIDIA makes a monster five and a half times larger than Apple’s chip.

The difficulty of manufacturing a large die does not increase linearly—it increases exponentially. Defect distribution on a wafer is random; the larger the die area, the higher the probability of hitting a defect. A twelve-inch wafer yields fewer large dies, making the cost of each one higher. To get a 608-square-millimeter die to commercial mass production yields, TSMC’s engineers must push the control precision of the entire process to its absolute limit—every photolithography exposure, every etching depth, the alignment of every layer of metal interconnects—all must be flawless.

Apple’s A-series chips verified that “this node can make mobile SoCs.” NVIDIA’s and AMD’s gaming GPUs verified that “this node can achieve the most extreme things.” The former is an entrance exam; the latter is a stress test.

Without the stress test, TSMC wouldn’t know how its process behaves under extreme conditions.

The Console SoC is the endurance paper.

The heart of the PlayStation 5 is a custom chip by AMD—a Zen 2 CPU plus an RDNA 2 GPU, produced on TSMC’s 7nm. So is the Xbox Series X—the same architecture, the same foundry, the same process. Even the Steam Deck mentioned in Chapter 6 uses the AMD Aerith APU, also on TSMC’s 7nm.

Three machines, one production line.

What makes consoles unique is their product cycle. The lifespan of a console generation is seven to ten years. Console manufacturers will not change chip suppliers during the entire lifecycle—you can’t go to Sony three years after the PS5’s launch and say, “Let’s switch to Samsung.” This means that what TSMC gets from Sony and Microsoft is an ultra-long-term, ultra-stable, predictable order.

The PS5 has shipped over 60 million units to date. The Xbox Series X/S over 30 million. The Steam Deck roughly 5.6 million. Inside every one of them is a TSMC 7nm chip.

The iPhone is an annual update—volume surges in September and begins to trail off the following March. This rhythm creates clear peaks and troughs in capacity utilization. What the console orders fill are exactly those capacity voids during the iPhone’s off-season. They keep TSMC’s fab utilization rate at a high level year-round—and a high utilization rate is the prerequisite for TSMC to continue pouring astronomical capital into building next-generation nodes.

The AI Training Chip is the harvest paper.

The NVIDIA H100, launched in 2022, drove the training of ChatGPT. TSMC N4 process—a refined version of 5nm. Die area over 800 square millimeters. Power consumption over 700 watts. A single card retails between $25,000 and $40,000.

How was the H100 built?

The N4 process it uses is the crystallization of TSMC’s accumulated mass production experience in the 5nm generation. And the mass production yield of large 5nm dies—the number that determines whether “this 800-square-millimeter chip can be commercialized”—was verified by NVIDIA using the RTX 30 and RTX 40 series gaming graphics cards.

Gaming GPUs came first, the stress test was completed, and the large die process details were fine-tuned. AI chips came later, walking directly on the path paved by gaming GPUs.

Four exam papers, four contributions:


	Apple: Maiden experiment — “This node can work.”

	Gaming GPUs: Stress test — “This node can be pushed to the limit.”

	Console SoCs: Long-term orders — “This production line is worth keeping alive.”

	AI Chips: Harvest — “The large die process verified by gaming is now used to make even larger dies.”



Remove gaming, and this cycle loses two pieces—the stress test and the long-term orders. Without the stress test, TSMC wouldn’t know how far its process could be pushed. Without long-term orders, TSMC’s fab utilization wouldn’t hold up, and investment decisions for the next node would waver.

AI chips did not fall from the sky. They grew standing on the shoulders of gaming GPUs.





III. The Moat of Trust

But a customer portfolio alone isn’t enough. Is there a second foundry on Earth that can do advanced processes?

Yes. Samsung. And Intel is trying.

Samsung’s advanced process technology, on paper, is not far behind TSMC’s. Samsung’s 3nm GAA (Gate-All-Around) transistors even reached mass production earlier than TSMC’s. Under Pat Gelsinger, Intel introduced the Intel 18A process, publicly claiming its performance catches up to TSMC’s N3.

But the reality in 2026 is: The world’s most advanced AI chips, most advanced mobile processors, most advanced gaming GPUs—almost all are manufactured by TSMC. Samsung and Intel’s combined market share in advanced processes is less than a fraction of TSMC’s.

Why?

Not because Samsung and Intel’s engineers are worse than TSMC’s. It’s because TSMC has a moat that other companies cannot replicate.

The name of this moat is trust.

Samsung’s problem is called playing “both player and referee” in the industry. Samsung is the world’s largest memory chip maker, the world’s second-largest mobile phone brand, and simultaneously operates a foundry business. When a fabless chip company—like Qualcomm—hands over its most advanced chip blueprints to Samsung for manufacturing, a question arises in its mind: If Samsung’s semiconductor division sees my design, will they leak critical information to Samsung’s mobile phone division? Samsung’s mobile phone division is competing directly with my clients.

Samsung pledges solemnly that there is a firewall between the two divisions. But solemn pledges do not make a moat.

Intel’s problem runs deeper than Samsung’s. Samsung’s problem is “player and referee”—a conflict of interest. Intel’s problem is its criminal record.

In 2003, AMD launched the Athlon 64 processor. From a purely technical standpoint, the Athlon 64 crushed Intel’s contemporaneous Pentium 4—higher instructions per clock, lower power consumption, a more advanced 64-bit architecture. That was the only period in the history of x86 processors where AMD comprehensively led Intel in performance.

According to normal market logic, consumers should have voted with their feet, and AMD’s market share should have skyrocketed.

It didn’t.

Because Intel used a different set of logic.

Intel offered massive “exclusive rebates” to the world’s largest PC brands—Dell, HP, Lenovo, Acer, NEC. The deal was simple: use only Intel CPUs, and I will give you hundreds of millions of dollars in subsidies; if you dare to stock a single AMD chip, the subsidies get slashed entirely.

Dell was the most extreme case. From 2003 to 2006, Intel paid Dell approximately $4.3 billion in exclusive subsidies. This money grew from 10% of Dell’s operating profit in 2003 all the way to 38% in 2006. By the first quarter of 2007, it accounted for 76%. In other words—over three-quarters of Dell’s profits came from Intel’s subsidies, not from selling computers. Dell had transformed from a computer company into Intel’s subsidy ATM.

In exchange, for those few years, Dell did not ship a single AMD desktop computer. Zero.

Not because AMD’s products were bad—all benchmarks proved the Athlon 64 was faster. It was because Dell had done the math: using AMD chips might save a few dozen dollars in component costs per computer, but if Intel cut off over a billion dollars in annual subsidies, Dell’s financials would instantly collapse.

In 2006, Dell finally began selling AMD computers. Intel retaliated immediately—slashing the subsidies. Dell’s operating profit plummeted the next quarter.

In 2009, the European Commission hit Intel with a €1.06 billion antitrust fine—the largest fine against a single company in EU history at the time. That same year, Intel paid AMD $1.25 billion in a settlement. The US Federal Trade Commission (FTC) also filed a lawsuit in 2009, and in 2010 Intel signed a settlement agreeing to cease all exclusive rebate practices.

What does this history have to do with TSMC?

Everything.

In the early 2000s, Intel used channel bullying to maintain its monopoly in the x86 market. It didn’t win on technology—its Pentium 4 lost to the Athlon 64 in performance. It won by using tens of billions of dollars in subsidies and threats to block AMD’s sales channels.

This tactic worked in the short term. But it had a fatal side effect—it made Intel think it didn’t need to go all-in on manufacturing.

Why bother catching up in process technology? The OEMs were all locked in by rebates anyway; even if AMD made a better chip, they couldn’t sell it. Why consider spinning off the manufacturing business and embracing the fabless model? The “design plus manufacturing all-in-one” IDM model had always worked fine—relying not on manufacturing efficiency, but on channel control.

Intel’s rebate case masked the fact that the IDM model was rotting from the inside. While Intel was busy using rebates to choke AMD from 2003 to 2007, TSMC was quietly doing something: upgrading from a “cheap foundry” to a “more advanced foundry than Intel.” In 2018, when TSMC’s 7nm entered mass production, Intel’s 10nm was still struggling. That same year—Intel’s process advantage, the core moat this company had maintained for over twenty years, officially flipped.

The sense of security bought by rebates ultimately caused Intel to miss the era shift in semiconductor manufacturing.

And this history had another consequence.

In 2009, the exact same year the Intel rebate case exploded, AMD made a desperate decision—to spin off its own foundries and establish GlobalFoundries. AMD didn’t want to spin them off. It was forced to. Intel’s rebate war pushed AMD to the brink of bankruptcy, and AMD could no longer afford to maintain its own fabs. Spinning them off was a matter of survival.

Ironically, this desperate decision for survival became the prerequisite for AMD’s future rise.

After ditching its fabs, AMD became a pure design company—fabless. It could freely choose its foundries. In 2014, a newly appointed CEO named Lisa Su made a crucial decision: to hand over all of AMD’s most advanced chips to TSMC. Zen architecture, RDNA architecture, PS5 SoCs, Xbox Series X SoCs, Steam Deck APUs—all manufactured by TSMC.

Intel used rebates to push AMD to bankruptcy → AMD was forced to ditch its fabs → AMD embraced TSMC → TSMC received AMD’s orders, making its customer portfolio more diverse and its process experience denser → TSMC’s virtuous cycle spun faster → Intel’s own process was subsequently overtaken by TSMC.

Intel’s rebate case was the biggest helper in TSMC’s rise. It did two things: first, it paralyzed Intel in the comfort zone of IDM until it missed the process node transition; second, it forced AMD to become fabless, delivering to TSMC a super-customer that would later supply the hearts of all three major consoles.

This is the difference between “hegemony” (ruling by force) and “the king’s way” (ruling by virtue). Intel relied on threats and rebates—“If you don’t use my chips, I’ll cut your subsidies.” TSMC relied on trust and service—“Give me your core designs, and I will never compete with you.”

Twenty years later, Intel wanted to pivot to the foundry business (IDM 2.0), knocking on the doors of NVIDIA, AMD, and Apple, asking if they were willing to let Intel manufacture their chips.

They looked at Intel’s criminal record—a company that once bought off Dell with $4.3 billion in rebates and suppressed the entire OEM supply chain with threats—and politely said: No, thank you.

Intel said it would treat foundry customers fairly. But when a company with a history of bullying says “I’m a good guy now,” compared to a company that has never had a conflict of interest since day one—who would you trust?

TSMC’s genius lay in Morris Chang making what looked like the dumbest decision in 1987: not making its own products.

TSMC is a Pure Foundry. It does not design any chips, it does not sell any end products, and it does not compete with any customers. Apple hands the blueprints of the A-series to TSMC without worrying TSMC will use them to make its own phones. NVIDIA hands over GPU blueprints without worrying TSMC will make its own graphics cards. AMD, Qualcomm, Broadcom, MediaTek—every fabless chip company in the world can hand their core intellectual property to TSMC without any hesitation.

Because there is zero business overlap between TSMC and them. Zero.

This business model doesn’t sound like some profound strategy. But its effect is: Every company in the world that wants to make the most advanced chips converges on the same foundry. Convergence brings diversity, diversity brings density of process experience, density of process experience brings yield advantages, and yield advantages bring more customers—a virtuous cycle spinning faster and faster.

What Samsung and Intel have to catch up to isn’t just TSMC’s technology. They have to catch up to the trust the global fabless ecosystem has accumulated in TSMC over thirty years. You can’t catch up with a slide deck. You can’t catch up in a quarter. You can’t even catch up in a decade—because trust is not a technology that can be researched and developed; it is an irreversible ecological relationship.





IV. Gaming’s Invisible Bill

Now we can string together the core argument of this chapter.

In early 2024, an AI research lab—maybe in San Francisco, maybe in London, maybe in Beijing—received a newly arrived batch of NVIDIA H100 GPUs. Engineers racked them up, connected them to the network, and began training a large language model.

They would never think about the following chain:


	The H100 is produced using TSMC’s N4 process. N4 is a refined version of the 5nm family.

	The mass production yield of large 5nm dies was verified by NVIDIA using RTX 30 and RTX 40 series gaming graphics cards. The RTX 4090’s 608-square-millimeter die and 76 billion transistors—among all chips of its generation, it was the most extreme stress test TSMC’s 5nm process faced.

	Gamers paid $1,599 to buy an RTX 4090. A portion of that money became the foundry fee NVIDIA paid TSMC, became the engineering budget TSMC used to optimize large die yields, and became the process foundation that allowed the H100 to be mass-produced.

	During the same period, Sony and Microsoft placed long-term orders for tens of millions of console SoCs with TSMC annually. These orders filled the capacity utilization of TSMC’s 7nm fabs, giving TSMC stable cash flow to invest in the next node. Every PS5 and Xbox Series X shipped was a stepping stone on TSMC’s path to 3nm and 2nm.

	When TSMC’s 3nm process matured enough to mass-produce AI chips, its large die process experience, its moat of customer diversity, and its fab utilization foundation—all had the fingerprints of gaming on them.



This is not a metaphor. It is the very real intersection of three threads: capital flow, engineering experience, and capacity planning.

The conclusion of Chapter 7 was: Every gamer who bought a GeForce is a co-funder of the AI revolution—their money nourished the software prison that is CUDA.

The conclusion of this chapter is the other half of that same sentence: Their money, simultaneously, nourished the physical arsenal that is TSMC.

Every cent NVIDIA collected in the gaming market became the R&D fund for TSMC to evolve the next-generation process. What gamers paid for wasn’t just CUDA’s software lock-in—they also paid for the silicon foundation that AI chips rely on to exist. Two independent mechanisms, the same group of victims, the same set of beneficiaries.





V. Closing Arguments

That pattern has appeared again. For the sixth time.

The prototype in Chapter 2: Microsoft uses DirectX’s convenience to attract developers → Developers are locked into Windows → Consumers are locked in turn.

The variation in this chapter: Gaming verifies advanced processes → AI chips borrow gaming’s process experience → Gamers become co-funders of the AI revolution.

But this time’s variation has a crucial difference—the lock is not at the API layer, not at the software layer. The lock is at the physical layer.

DirectX’s lock is built with code—so Valve could use another pile of code to bypass it. CUDA’s lock is built by stacking four layers of software ecosystem—so AMD chased for ten years and still hasn’t caught up.

TSMC’s lock is structural.

What it locks is not an API, not a framework, not a knowledge system. What it locks is thirty years of trust from the global fabless ecosystem toward a single company, the process experience accumulated by dozens of clients on the same production line, and the irreversible ecological relationship created by a business model so simple it doesn’t even sound like a moat: “We do not compete with our customers.”

Samsung cannot catch up. Not because its engineers are bad—Samsung’s semiconductor team is world-class. It’s because its identity as both player and referee makes high-value clients like Apple, NVIDIA, and AMD too afraid to hand over their most advanced designs. Without these clients, Samsung’s advanced processes lack the stress tests, the diversified experience, and the virtuous cycle.

Intel cannot catch up. Not because Pat Gelsinger’s vision was wrong—the logic of IDM 2.0 works on paper. It’s because Intel’s conflict of interest in operating both CPU design and wafer foundry makes external clients distrust its priorities. The next chapter will tell Gelsinger’s story—the tragedy of someone technically correct but disallowed by the system to execute.

The reason they can’t catch up is not a technology gap. The reason they can’t catch up is a trust gap. And a trust gap is something grown over time—you can’t buy it with money, and spending time to chase it might not even work, because the person running ahead is still accumulating trust.

The lock in Chapter 6 is shallow—a single API layer, pryable. The lock in Chapter 7 is deep—four layers of software ecosystem, unpryable. The lock in this chapter is structural—it wasn’t designed by any one person; it was grown unintentionally by an entire industry over thirty years. You wouldn’t even know where to pry.

Three types of locks, three depths. So far, only the shallowest one has ever been pried open. And the one who pried it open—Valve—just built a new wall of its own.

This is the true face of technological hegemony. It is not a card game where you can turn the tables. It is a geological structure built layer upon layer—the topmost surface may occasionally be eroded by wind and rain, but the bedrock underneath remains completely unmoved.





VI. The Loot is Still Being Divided

Back to the NVIDIA supply chain manager at the beginning.

He waited three days, and TSMC’s reply was: The production schedule cannot be moved up. Ahead in line are Apple, AMD, Qualcomm, and several clients he is not allowed to know the names of.

He treated this as a capacity management problem—“TSMC is too busy; they just need to expand their fabs next year.”

No.

TSMC being “too busy” is not a capacity problem. It is a structural problem. Every company in the world that wants to make the most advanced chips is concentrated in the exact same factory—not because there are no choices, but because the only choice spent thirty years, brick by brick, building an fortress no one can replicate, using a business model that doesn’t compete with you, using gaming GPUs for stress tests, using console SoCs for long-term orders, using Apple for maiden experiments.

And within this fortress, the easiest bricks to overlook—the 608-square-millimeter dies of the stress-test GPUs, the console chips filling the off-season capacity—all have the name of gaming carved into them.

The B200 order he placed with TSMC, every card his company sells to global AI labs, every cent of premium the global AI industry pays to wait in line for a silicon chip—all trace back to the same thread:

Someone wanted to play a better game.

That bill has not yet been settled. Moreover, the amount on the bill is inflating uncontrollably. Because for TSMC to continue building the next generation—2nm, 1.4nm—the required capital expenditure has surged to over $30 billion a year. A portion of this money will come from NVIDIA’s revenue from selling gaming graphics cards. It will come from AMD’s console contracts. It will come from the pocket of every gamer who spends $1,599 to buy an RTX 5090.

These gamers don’t know what they are paying for.

They only know the new cards run faster, ray tracing looks more beautiful, and frame rates are higher. They discuss price-to-performance ratios in communities, discuss power consumption, discuss whether to wait for the next generation.

They don’t know their money is nourishing an arsenal. And the things built inside that arsenal are reshaping the direction of human civilization.



But the bill is not just money. There is another side to the bill.

Every chip TSMC builds—whether it’s for an iPhone, a PlayStation, a Steam Deck, or an H100—needs someone to design it. Designing GPU architectures is the job of NVIDIA and AMD. Designing console SoCs is the job of AMD. And the reason AMD can simultaneously design the chip for the PS5, the chip for the Xbox Series X, and the chip for the Steam Deck—the hearts of all three major platforms coming from the exact same company—is because someone made a decision a decade ago that everyone laughed at.

That person’s name is Lisa Su. That decision was to abandon AMD’s own fabs and fully embrace TSMC.

That is the story of the next chapter.
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Chapter 9: A Tale of Two CEOs — Lisa Su vs. Pat Gelsinger

On December 1, 2024, Pat Gelsinger “retired” from his position as CEO of Intel.

“Retired” is the official wording. Everyone in the industry knew the truth: the board of directors gave him two options—walk out yourself, or be pushed out. He chose the former.

Three years prior, Gelsinger returned to Intel with the halo of a savior. He was the youngest vice president in Intel’s history, the chief architect of the 80486 processor, and the company’s first Chief Technology Officer—a man who had worked at Intel since he was eighteen, whose technical roots went straight to the bone. He had been CEO of VMware for nine years, multiplying the company’s market value several times over, and then returned to Intel in February 2021, announcing he would use the IDM 2.0 strategy to rebuild Intel’s manufacturing hegemony.

He did everything the textbooks say you should do: poured tens of billions of dollars into building new fabs, established Intel Foundry Services to take on external clients, and released an aggressive process roadmap to catch up to TSMC. The direction was absolutely correct.

The result: in August 2024, Intel announced the layoff of 15,000 people—15% of its total workforce. In December of the same year, Gelsinger was asked to leave. During his tenure, Intel’s stock price plummeted from around $55 to just over $20.

On the exact same timeline, someone else was doing the exact opposite.

On October 8, 2014, Lisa Su took over as CEO of AMD. At the time, AMD’s stock price was under $3. The company was saddled with $2.2 billion in debt. Its net loss for the entire year of 2015 was $660 million. Wall Street analysts weren’t discussing whether AMD could turn around—they were discussing when AMD would file for bankruptcy.

Ten years later, in 2024, AMD’s market capitalization briefly surpassed Intel’s.

Two CEOs. Evenly matched technical backgrounds. One brought a dying company back to life. The other sent a former empire to the intensive care unit.

The difference was not in IQ. Not in effort. Not in vision.

The difference was in the system.




I. The Sleeping Pill

The previous chapter discussed TSMC’s moat—trust, neutrality, and non-competition with clients. It mentioned how Intel used exclusive rebates in the early 2000s to lock in OEM manufacturers—the brands like Dell, HP, and Lenovo that buy chips, assemble them into branded computers, and sell them to consumers—indirectly accelerating its own decline in manufacturing.

But the rebate case was only the first half of the story.

In 2009, the European Union handed down a €1.06 billion fine, and Intel paid AMD a $1.25 billion settlement. Exclusive rebates—“If you dare buy AMD’s chips, I’ll slash your subsidies”—this naked channel bullying, on the surface, stopped.

But Intel didn’t stop. It just changed the game.

The new game was called MDF—Market Development Funds. The industry knows it better as the upgraded version of the “Intel Inside” sticker program.

The operation was simple. Intel no longer said, “You are not allowed to buy AMD’s chips.” It said: “If 80% of the laptops you ship this year use Intel CPUs, and you put my sticker on your ads, I will ‘sponsor’ you with tens of millions of dollars in advertising fees and R&D subsidies.”

What was the difference? The difference was that lawyers couldn’t find a flaw. Exclusive rebates are illegal—you are restricting your client’s choices. MDF is legal—you are merely “rewarding” your client’s loyalty. The result was exactly the same: OEMs were locked into Intel’s ecosystem. But the method had evolved from mafia protection rackets to legal commercial bundling.

Why would OEMs buy into it?

Because their gross margins were too thin.

Lenovo, HP, Dell, Acer—the hardware gross margins for the world’s top PC brands are usually between 3% and 5%. The MDF subsidies Intel disbursed annually sometimes equaled an OEM’s entire net profit for a quarter. Under that kind of financial pressure, what CEO would dare to switch to AMD on a large scale? If they switched, the products might be a bit cheaper, but the moment Intel’s MDF was cut, the next quarter’s P&L statement would bleed red.

MDF wasn’t a rebate. MDF was a safety net spread beneath the OEM’s profit structure—as long as you obediently used Intel, this net would catch you. The moment you jumped, the net disappeared.

But MDF was only the first layer. Intel had a second, deeper layer of bundling, and almost no one talks about this layer in public.





II. The One-Stop Shop

When an OEM wants to develop a new Intel laptop, Intel doesn’t just sell them a CPU.

Intel sends out a team of engineers—sometimes dozens of them—to station themselves within the OEM’s R&D department. This team helps the OEM write most of the BIOS reference code. They help sort out the trickiest power management issues—switching those sleep states in ACPI, fine-tuning the processor’s dynamic frequency scaling, the wake-up sequencing of different peripherals. They help tune the thermals—fan curves, power distribution between the CPU and GPU, every detail of keeping temperatures down inside a thin chassis. They even help verify WiFi stability and test Thunderbolt compatibility.

This suite of services has an industry name: Intel Reference Validation Platform. A more colloquial term is the “One-Stop Shop Solution.”

If you are a product manager at Lenovo and you want to release an Intel laptop: Intel sends people to help you write the BIOS, tune the thermals, test the peripherals, and get you the Intel Evo certification—which means Intel will help advertise for you—and then they give you an MDF subsidy on top of that. From R&D to marketing, Intel has essentially paved the entire road for you. Your engineers only need to do the mechanical design and final assembly. The R&D cycle is short, bugs are few, and time-to-market is fast.

Now, suppose you want to release an AMD laptop.

AMD will give you AGESA—its base firmware initialization code. What AGESA does is allow the CPU cores, memory controller, and basic peripherals to boot. But everything above AGESA—the full implementation of the BIOS, the fine-tuning of power management, the validation of the thermal design—your engineers have to do it themselves.

AMD did not have a customer support team on Intel’s scale. It didn’t have the resources to station dozens of people in your R&D department to help you clean up edge cases in the BIOS. Nor did it have a marketing certification program equivalent to Intel Evo—at least not in the early Ryzen era.

Releasing an Intel machine meant low R&D costs, a short cycle, few bugs, and subsidies. Releasing an AMD machine meant using double the R&D resources, with no subsidies.

Business is business. Naturally, the OEM’s BIOS and thermal teams would lean entirely toward Intel. Not because Intel threatened them. It was because Intel made their lives too easy.

This was Intel’s true moat in the PC era. It wasn’t having the best technology—as Chapter 8 noted, Intel’s process was overtaken by TSMC starting in 2018. It was having the most attentive service. MDF bound the OEM’s financial reports; the one-stop shop bound the OEM’s engineering teams. With two ropes tied together, even if Intel’s CPU performance fell behind, OEMs wouldn’t dare jump ship on a massive scale.

But this moat had a fatal side effect.

It was a sleeping pill.

When Intel realized that as long as it disbursed tens of millions in MDF to Lenovo and HP every year and sent a team of engineers to help them sort out the low-level firmware, the OEMs would obediently release Intel laptops—the high of “locking down the channel” was too easy. It was too comfortable. It created a fatal illusion among Intel’s upper management: “Even if our process falls behind a little, we can still win by relying on the channel and subsidies.”

In 2014, Intel’s 14nm process entered mass production. According to the original plan, 10nm was supposed to follow in 2016.

It didn’t.

10nm ran into severe difficulties. Delayed in 2016. Delayed in 2017. Delayed in 2018. Intel’s desktop processors stayed stuck on 14nm for five years—mockingly referred to by the industry as “14nm+++”. During those five years, TSMC went from 16nm to 7nm and then to 5nm. Intel’s process advantage—the core moat the company had maintained for over twenty years—officially flipped in 2018.

But Intel’s financials didn’t collapse.

Because OEMs were bound by MDF and the one-stop shop. Even with Intel’s 10nm struggling, OEMs didn’t dare switch massively to AMD—switching meant losing Intel’s engineering support and marketing subsidies. Intel’s market share declined at a pace far slower than its technological decline.

This is the most dangerous state to be in. A company’s technology is already declining, but channel control makes its financials look fine—like a heart attack patient who just finished a half-marathon because adrenaline and painkillers kept him from feeling the pain. He thinks he can still run. The audience thinks he’s still in the lead.

But the heart is already broken.





III. Freedom at the Bottom

In October 2014, when Lisa Su sat in the CEO chair at AMD, she wasn’t facing a sleeping pill. She was facing a critical condition notice.

Stock price under $3. Debt of $2.2 billion. Annual losses exceeding $600 million. The fabs had already been spun off in 2009 (GlobalFoundries)—forced out because Intel’s rebate war made them unaffordable to keep. The CPU business was crushed by Intel—AMD’s Bulldozer architecture was an acknowledged technical disaster, its IPC performance trailing far behind Intel’s Haswell. The GPU business was suppressed by NVIDIA. Wall Street was counting down.

But Lisa Su had one thing Pat Gelsinger would never have.

She had a fully empowered board of directors that delegated absolute authority.

AMD had reached rock bottom. There was nothing left to lose. The board had no interest groups to protect—because there were no interests left to protect. No Wall Street analysts cared about AMD’s gross margin for the next quarter—because everyone had already given up on them.

Rock bottom meant freedom.

Lisa Su used this freedom to do three things.

First: All-in on Zen.

In 2012, before Lisa Su took over as CEO, AMD poached legendary processor architect Jim Keller from Apple. Keller had designed the A4 and A5 chips at Apple—the hearts of the iPhone 4 and iPad 2. Even earlier, he had designed the K8 architecture at AMD—the core of the Athlon 64 that crushed the Intel Pentium 4 in 2003.

Keller returned to AMD, bringing with him a completely ground-up architecture concept—codenamed Zen.

After taking over, Lisa Su pushed all of the company’s R&D resources onto Zen. Not just “increasing investment”—she went all-in. She axed distracting product lines and concentrated her limited engineers on a single bet.

On March 2, 2017, the first generation of Ryzen processors launched. The IPC performance of the Zen architecture was a 52% improvement over the previous Bulldozer architecture. Overnight, AMD became a serious contender in the desktop CPU market once again.

Second: Bypassing the OEM Quagmire and Going Straight for the Console Market.

This is where Lisa Su’s strategic vision was sharpest.

She knew one thing very clearly: fighting Intel head-on in the PC laptop market was suicide. AMD didn’t have the money to distribute MDF, nor did it have a massive engineering team to help OEMs write BIOS. Intel’s one-stop service plus marketing subsidies had the PC OEM’s underlying architecture tightly bound. Even if AMD made a better CPU, OEMs wouldn’t dare adopt it on a massive scale—the switching costs were too high.

So she went to a place Intel’s MDF and one-stop shop couldn’t reach.

Sony. Microsoft. Later, Valve.

Console manufacturers are not OEMs. They do not live on Intel’s MDF. They have their own BIOS teams—Sony and Microsoft’s hardware engineering capabilities are world-class in their own right. They don’t need Intel to send people to help write firmware. What they want is something very pure: high-performance silicon. Not one-stop services, not marketing subsidies—just a custom SoC with enough performance, low enough power consumption, and a reasonable price.

And AMD had a unique advantage that neither Intel nor NVIDIA possessed: It possessed the design capabilities for both high-performance CPUs (x86) and high-performance GPUs (Radeon). It could integrate the CPU and GPU onto the same chip to create a complete SoC. Console manufacturers only had to deal with one supplier.

The PS5 used AMD Zen 2 + RDNA 2. The Xbox Series X used AMD Zen 2 + RDNA 2. The Steam Deck used AMD Zen 2 + RDNA 2. The hearts of all three major gaming platforms came from the exact same company.

These semi-custom orders did two things.

First, they kept AMD alive. Between 2014 and 2016, when the Zen architecture was not yet on the market, AMD’s PC business was bleeding out. It was the console contracts that provided stable, predictable revenue—keeping AMD’s engineers fed and allowing R&D for the Zen architecture to continue burning money.

Second, they perfectly bypassed the OEM quagmire laid by Intel. Sony and Microsoft didn’t care how much MDF Intel gave Lenovo. They only cared whether the chip could run God of War and Halo.

Lisa Su didn’t try to pry open Intel’s lock. She bypassed the entire wall.

Third: Fully Embracing TSMC.

The end of the previous chapter mentioned this decision. After AMD was forced to spin off its fabs in 2009, it became a fabless company. Lisa Su made a critical choice: hand over all of AMD’s most advanced chips to TSMC.

This decision didn’t look particularly remarkable in 2014. But its long-term effects were devastating—for Intel.

Because AMD’s chips could henceforth use TSMC’s most advanced process nodes. While Intel stagnated on 14nm for five years, AMD’s Zen 2 was already using TSMC’s 7nm. By Zen 4, AMD was using TSMC’s 5nm. Intel’s lag in manufacturing process was translated by AMD, leveraging TSMC’s power, into product leadership.

Freedom at the bottom allowed Lisa Su to do three things that would have been impossible during prosperous times: put all resources on a single bet (Zen), move the battlefield to a place the opponent couldn’t reach (consoles), and hand manufacturing over to the best foundry in the world (TSMC).

AMD’s resurrection wasn’t because Lisa Su was smarter than Pat Gelsinger. It was because rock bottom gave her a system of total delegated authority—while wealth gave Gelsinger an immovable empire.





IV. The Immovable Empire

On February 15, 2021, Pat Gelsinger returned to Intel.

He saw all the problems. The manufacturing process was trailing TSMC by at least two generations. PC market share was being eaten by AMD. The data center market—Intel’s most profitable business—was being squeezed by AMD EPYC and NVIDIA’s AI GPUs. The IDM model had turned from a moat into a drag.

His prescription—IDM 2.0—was completely correct in its logic: rebuild manufacturing capabilities, open up foundry business to external clients, and use an aggressive process roadmap to catch up to TSMC.

The problem was, prescribing the medicine is easy. Making the patient swallow it is hard.

The first wall Gelsinger faced: Wall Street.

Building a fab for advanced processes requires capital expenditures in the tens of billions of dollars. The return cycle is at least five to seven years. But Wall Street’s time scale is one quarter. At every Intel earnings call, the first question analysts asked was: “You’ve spent so much money building fabs, when will we see a return?” Gelsinger’s answer was “In a few years.” Wall Street’s reaction was to sell off.

Lisa Su also faced pressure from Wall Street in 2014. But the difference was: AMD’s stock had already fallen to $2, Wall Street had already given up, and no one cared about its gross margin for the next quarter. Gelsinger inherited a company with a $55 stock price—Wall Street had expectations, and with expectations comes the room for disappointment.

The second wall Gelsinger faced: Internal Interest Groups.

Intel has over 100,000 employees. The one-stop OEM service team—the massive squad that helped clients write BIOS, tune thermals, and get certifications—was the cornerstone of Intel’s channel control. The MDF department managed billions of dollars in marketing budgets annually. The fabs had tens of thousands of manufacturing engineers. Every department had its own budget, its own KPIs, its own political power.

When Gelsinger needed to lay off 15,000 people to save money, he discovered a cruel reality: The people who should be cut couldn’t be cut, and the people who could be cut shouldn’t be cut.

That one-stop service team catering to OEMs—could they be cut? Cut them, and OEMs would complain about declining service quality and accelerate their shift to AMD. The MDF department—could it be axed? Axe it, and OEMs lose their subsidies, giving them even more reason to jump on AMD’s boat.

But Gelsinger had to save money. Wall Street was watching.

As a result, the blade swung toward the path of least resistance—engineers without political shelter. Those core engineers quietly researching the next generation architecture, those research teams toiling away on advanced packaging technologies—they didn’t have OEM clients speaking up for them, they didn’t have marketing budgets to lobby the board. They were laid off.

Intel laid off the people it needed most. It kept the people who made it feel the safest but were losing their relevance.

This was not Gelsinger’s personal failure. This was a structural dilemma of the system. The one-stop service teams and MDF systems Intel had nurtured for decades—that very mechanism that made OEMs obediently use Intel—had become an immovable institution. It was too big, the interests involved were too deep, and cutting any piece of it would trigger a chain reaction.

Lisa Su didn’t have to face this problem. AMD in 2014 simply didn’t have a one-stop service team—because it was too poor to afford one. It had no MDF budget—because it had no money. It had no interest groups to protect—because everyone was on the same boat, and the boat was sinking.

AMD’s weakness became its advantage. Only without baggage can you run.

Intel’s advantage became its shackles. The baggage was too heavy; it couldn’t even move.





V. Closing Arguments

That pattern appears again. For the seventh time.

But this time, the variation is different from the previous ones.

Every previous variation—DirectX, Steam, CUDA, TSMC—locked in external people. Microsoft locked in game developers. NVIDIA locked in AI researchers. TSMC locked in global fabless chip companies.

This time, the lock was on themselves.

Intel used MDF and one-stop services to lock in OEM manufacturers—on the surface, it was locking others, but in reality, it locked itself into a system that it had to continuously supply. OEMs relied on Intel’s subsidies and engineering support, and Intel relied on the OEMs’ loyalty to maintain market share and financial reports. Both sides were bound to each other, and neither could walk away.

When Intel’s process began to fall behind, this mutually binding system didn’t sound the alarm—instead, it muted it. OEMs didn’t jump ship, so the financials were fine. The financials were fine, so management thought the process lag wasn’t fatal. Management thought it wasn’t fatal, so the urgency to fix the process was lowered. By the time the problem was too big to ignore, it was five years too late.

Convenience attracts OEMs → OEMs are bound by MDF and the one-stop shop → Intel itself is also bound → The bundling masks the process decline → The decline accumulates into a collapse.

The one who locked others in back then, ultimately locked themselves in.

Pat Gelsinger was not an incompetent CEO. He was an engineer in the wrong system, holding insufficient real power, trying to pry open an immovable empire. His tragedy wasn’t that he couldn’t see the problems—he saw all of them. His tragedy was that by the time he returned, MDF and the one-stop shop had been running for twenty years. The interest structures had solidified. To change it, swapping the CEO wasn’t enough—it required tearing the whole machine down and rebuilding it. And Wall Street would not give him the time to tear it down and rebuild.

Lisa Su’s victory wasn’t because she was personally superior to Gelsinger either. It was because history gave her a blank chessboard in 2014—Intel’s rebate war pushed AMD to the brink of bankruptcy, forced out the fabs, scattered the old system, and stripped away all the baggage. She rebuilt from the ruins, without needing to wrestle with any interest groups.

The victors of tech history are not the smartest people. They are the ones in the right system, holding enough real power, who dare to bet everything.

Gelsinger’s IQ and technical vision were on par with Lisa Su’s. But the company he returned to—an Intel fed by MDF for twenty years—was no longer a company that could be saved by one person.





VI. The Loot is Still Being Divided

In 2025, AMD’s Zen architecture simultaneously supplies the three major gaming platforms—PS5, Xbox Series X, and Steam Deck. The hearts of all three major platforms all stem from the chess pieces Lisa Su laid down during AMD’s darkest era.

If Intel’s rebate war hadn’t pushed AMD to a dead end, AMD wouldn’t have spun off its fabs. If it hadn’t spun off its fabs, AMD wouldn’t have embraced TSMC. If it hadn’t embraced TSMC, AMD’s Zen chips wouldn’t have used the industry’s most advanced processes. If the Zen chips were using GlobalFoundries’ trailing-edge processes, they wouldn’t have had the performance to crush Intel—and Sony and Microsoft wouldn’t have handed the hearts of their major consoles entirely to them.

Intel’s rebate war → AMD is pushed to the brink of bankruptcy → AMD ditches its fabs → AMD embraces TSMC → AMD uses TSMC’s process to make better chips → AMD wins the three major console contracts → The long-term orders from the three major consoles in turn feed TSMC’s virtuous cycle.

Intel did one thing twenty years ago with billions of dollars in rebates: it forged AMD into a much more dangerous company.

But the bill doesn’t just belong to Intel. There’s another side to the bill.

When Microsoft and Sony handed the hearts of their gaming consoles entirely to AMD, they simultaneously handed something else to AMD—leverage. Leverage at the negotiating table. The hardware lifelines of the two major console giants are held in the hands of the same company.

What does this situation turn into when the two giants decide they “no longer want to make games seriously”?

That is the story of the next chapter.
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Chapter 10: The Last Lifeline — When the Giants Personally Tear Down Their Own Stress Test Arenas

On February 23, 2026, Phil Spencer retired.

Thirty-eight years at Microsoft. The last spokesperson for the Xbox brand trusted by players handed over the keys to his office. The person replacing him was Asha Sharma—the former vice president of Microsoft’s CoreAI product division. An AI executive taking over a gaming division.

On the exact same day, Xbox President Sarah Bond also left Microsoft.

Two years prior—in January 2024—Microsoft had just finished spending $69 billion to complete the largest gaming acquisition in human business history, buying Activision Blizzard. Three months later, it laid off 1,900 people. In May, it closed Tango Gameworks—the developer of Hi-Fi Rush, a Game of the Year nominated title whose studio was disbanded before they even had time for a victory party. On the same day, it closed Arkane Austin—creators of the Prey and Dishonored series. In September, another 650 people were laid off. In July 2025, another wave: The Initiative closed, the Perfect Dark reboot canceled, Everwild canceled, and Turn 10 laid off nearly half its staff.

Seamus Blackley—co-creator of the first Xbox in 2001, the man who appeared in Chapter 3—used a phrase on social media: palliative care.

End-of-life care.

A console, from its birth in Chapter 3 to palliative care, walked a twenty-five-year journey. An arc from an OS defense weapon to an AI sacrifice drew to a close on the day Spencer retired.

But Xbox isn’t the only machine being dismantled.

On the other side of the Pacific, Sony was doing the exact same thing—just using a different excuse.




I. Two Ways to Demolish

Microsoft’s way of dismantling Xbox is to tear it down in broad daylight.

Chapter 3 explained the DNA of the Xbox: it is a wall, not a city. The function of a wall is to block invaders—Sony’s PS2 threatened the living room flank of Windows, so Gates built a console to block it. Twenty-five years later, Satya Nadella judged that the living room was no longer a battlefield worth defending. AI was.

So the wall was torn down, and the bricks were moved to build another wall.

The $69 billion Activision games were released on PlayStation. Xbox exclusive games were opened up one by one. The hardware team was laid off. Studios were closed one by one. Every step had clear business logic: the gaming division’s resources are being systematically transferred to AI infrastructure.

In fiscal year 2025, Microsoft’s capital expenditures exceeded $100 billion—almost entirely directed toward AI data centers. It invested $13 billion in OpenAI. OpenAI promised to purchase $250 billion in Azure cloud services from Microsoft. The magnitude of these numbers makes all of Xbox’s losses over twenty-five years look like pocket money.

Nadella’s logic is simple: the revenue Xbox generates annually is not in the same order of magnitude as the revenue AI could potentially generate. Between a shrinking gaming hardware market and an AI platform that could reshape human productivity, where should the resources go?

From a CEO’s perspective, this decision is unassailable. From the perspective of this book, this decision is tearing down an invisible brick.

But Sony’s demolition method warrants a closer look. Because Sony wasn’t tearing down a wall—it was tearing down a city.





II. Fourteen Days

On August 23, 2024, Sony released a game called Concord.

A hero shooter. Full price at $40. Developer: Firewalk Studios—a studio Sony had just spent money to acquire in April 2023. Development cycle: over eight years. Reported R&D costs ranged from $200 million to $400 million; the industry generally estimated it at well over $200 million.

After launch, the peak concurrent player count on Steam was under 700. Combined sales across PS5 and PC were estimated at roughly 25,000 copies.

Fourteen days later—on September 6, 2024—Sony pulled Concord from all digital storefronts and offered full refunds.

On October 29, 2024, Sony announced the permanent closure of Firewalk Studios. All 174 employees were laid off. The game would not be brought back online, nor would it be reworked and relaunched.

Over $200 million in R&D investment. 25,000 copies sold. A fourteen-day lifespan.

This wasn’t a commercial failure. This was an autopsy report.

And Concord wasn’t an accident. It was the inevitable product of a systemic decision.





III. The Mirage of Live-Service Games

To understand why Concord existed, one must first understand Jim Ryan.

Ryan took over as CEO of Sony Interactive Entertainment in 2019. In 2022, he announced a radical strategic pivot: Sony would launch more than ten “live-service games” by fiscal year 2025.

The commercial logic of live-service games is as seductive as a drug to Wall Street.

The revenue model of traditional single-player games is a one-time transaction: the player pays $70, the developer collects the money, end of story. To make another lump sum, you have to develop a sequel from scratch—another three-to-five-year development cycle, another multi-hundred-million-dollar investment, another gamble.

The revenue model of live-service games is recurring income: the game launches for free or at a low price, and then continuously extracts money via season passes, virtual currency, and character cosmetics—so-called “microtransactions.” A successful live-service game can be continuously harvested for five to ten years. A single year’s revenue from Fortnite exceeds the lifetime revenue of many AAA blockbusters combined.

What Ryan saw were the numbers on the balance sheet. What he didn’t see was the graveyard behind the balance sheet.

The cruelty of the live-service game market lies in this: It is winner-takes-all. A player only has so many hours in a day. He is already playing Fortnite, already playing Apex Legends, already playing Valorant—all for free. You want him to drop the game in his hands and spend $40 to buy a brand new hero shooter he is completely unfamiliar with? Why would he?

But Ryan didn’t care about this problem in 2022. He cared about how Wall Street viewed Sony’s revenue structure. One-time transactions vs. recurring income—in the language of the capital markets, the former is called “unpredictable,” and the latter is called “high-quality revenue.” Shift more revenue from one-time to recurring, and the price-to-earnings (P/E) ratio goes up, and the stock price goes up.

Here, that pattern appears again. Only this time, the convenience isn’t for the players; it’s for Wall Street.

Ryan issued the order in 2022. Sony’s first-party studios began to be required to make live-service games. Not a suggestion; a directive.

Naughty Dog—creators of The Last of Us—were required to make a The Last of Us multiplayer online game. After years of development, it was ultimately canceled.

Insomniac—developer of Spider-Man—made an online game called Spider-Man: The Great Web. Canceled.

Bend Studio—developer of Days Gone—submitted a sequel pitch. Rejected. The team was reassigned to support the live-service development of other projects.

Bluepoint Games—a studio Sony acquired in 2021, famous for the Demon’s Souls remake—was required to make an online God of War. The project was ultimately canceled, and in February 2026, Sony announced the closure of Bluepoint.

Japan Studio—Sony’s founding studio in Tokyo, the cradle of the PlayStation brand—was closed in April 2021. Former PlayStation executive Shuhei Yoshida later revealed he was removed from his position because he refused to execute Ryan’s directives.

One by one. Studio by studio.

The first-party studio ecosystem Sony spent thirty years building—one of the most powerful single-player game development networks in the world—was systematically dismantled in three years. Not because these studios couldn’t make good games. It was because the genre of games they made was not the revenue structure Wall Street wanted to see.

Ryan retired in March 2024. The report card of his live-service strategy was already clear by then: the collapse of Concord, the cancellation of multiple projects, the closure or restructuring of several studios. The only bright spot was Helldivers 2—but that was a game already in development before the strategic pivot, not Ryan’s credit.

Ryan had real power. Ryan had a direction. Ryan’s direction had been proven wrong.

But we must pause here and ask an uncomfortable question.

Did Ryan really lose?

From the players’ perspective, yes. From the PlayStation brand’s perspective, yes. But from Wall Street’s perspective—Jim Ryan was a textbook-successful CEO.

During his tenure, Ryan did several things the capital markets welcomed extremely warmly. First, he moved the core of power and headquarters of Sony Interactive Entertainment from Tokyo to San Mateo, California—a perfect American tech company corporatization. His compensation structure was highly dependent on performance-linked stock options; as long as the revenue on the financial reports hit new highs, he personally made a fortune. Second, he forcefully pushed the porting of PlayStation exclusives to PC—players saw this as a “betrayal” of the exclusivity promise, but Wall Street saw “one asset, earning money twice.” Killing two birds with one stone, profits instantly doubled. Third, he exited with perfect timing in March 2024—perfectly dodging the light-speed collapse of Concord five months later, while using the layoff of 900 people and the closure of the London Studio to “dress up the books” right before he left.

Ryan left behind a bloated mess of live-service games. But he took with him wealth he couldn’t spend in several lifetimes.

This is not moral criticism. It is a structural observation. In the governance logic of a publicly traded company, Ryan perfectly fulfilled his fiduciary duty to shareholders—maximizing shareholder value during his tenure. As for the soul of PlayStation, the demise of Japan Studio, the $200 million turning to ashes with Concord—these are not in the formula for calculating shareholder value.

And hidden here is a deeper contrast.

In 1999, the man standing on the stage at the PS2 launch event—Ken Kutaragi—and Jim Ryan were completely opposite species. Ken Kutaragi was an engineer. He personally designed the Emotion Engine chip, using floating-point performance data to force Gates into building the Xbox (the story of Chapter 3). He defined the gaming ecosystem with technological romance, using the limits of hardware to ask, “What else can gaming become?” He ultimately failed too—the PS3’s Cell processor was too radically designed, its development difficulty scaring off the entire third-party market—but his failure was an engineer’s failure: betting on technology, losing on technology.

Ryan didn’t bet on technology. Ryan bet on financial statements. In his eyes, PlayStation wasn’t a hardware platform; it was a revenue pipeline. He didn’t care how much artistic soul Japan Studio’s Gravity Rush or ICO had—he cared about the “monthly active users” and “profit margins” of those games. When the numbers weren’t met, the studio was closed. When Wall Street said recurring revenue was good, all studios pivoted to live-service games.

Ken Kutaragi didn’t destroy Sony’s financials. Ryan didn’t destroy Sony’s financials either. What Ryan destroyed was the soul of PlayStation—he turned a hardware kingdom built by an engineer into a vulgar, American-style content distribution platform.

And the coldest fact is: in the language of the capital markets, “destroying the soul” is not a KPI. No analyst will ask you on an earnings call: “Does your platform still have a soul?”





IV. Three Mirrors

Now let’s put the three CEOs together.

Pat Gelsinger. Lisa Su. Jim Ryan.

The conclusion of Chapter 9 was: The victors of tech history are not the smartest people, they are the ones in the right system, holding enough real power, who dare to bet everything.

That conclusion is correct. But incomplete.

Because it only answered “why some people win.” It didn’t answer “why some people lose”—and there is more than one way to lose.

Gelsinger’s failure: No real power. Chapter 9 has already analyzed this in detail. Intel’s MDF system and one-stop service teams had solidified into interest groups. Gelsinger saw all the problems, but he couldn’t move the machine. Wall Street didn’t give him time, and the board didn’t give him the knife. His prescription was completely correct—IDM 2.0, rebuilding manufacturing, catching up to TSMC—but the patient refused to take the medicine.

Ryan’s failure: Real power, wrong direction. Ryan’s power at Sony was unchallenged—he could close Japan Studio, replace Shuhei Yoshida, and order Naughty Dog to make online games. No interest group could stop him. But he pushed the entire company in a direction that Sony’s DNA did not support. Sony’s moat was single-player narrative games—The Last of Us, God of War, Uncharted, Ghost of Tsushima. The capabilities required for live-service games—live operations, community management, continuous production of seasonal content—were muscles Sony had never built. Ryan made a group of marathon runners enter a boxing match.

Nadella’s gamble: Real power, undetermined direction. Nadella is the most powerful of the three—he controls a company worth over three trillion dollars, and the board trusts him completely. His logic in shifting Xbox’s resources to AI is, from a business perspective, unassailable. But the return cycle for AI investment is unknown. A $100 billion annual capital expenditure—what if the commercialization of AI is three years slower than expected? What if OpenAI’s technology is surpassed by Google or Anthropic? What if the AI bubble bursts?

Gelsinger had the right prescription, but the system wouldn’t let him take it. Ryan’s system let him do anything, but the prescription he wrote was poison. Nadella’s system lets him do anything, and his prescription might be right—but the bill won’t be known for another five years.

Three modes of failure. Three mirrors. But they reflect the exact same image.





V. The Same Root Cause of the Disease

Microsoft dismantled Xbox. Sony dismantled studios. On the surface, the two companies were doing completely different things—one chasing AI, the other chasing live-service games.

But if you step back and look closely at the logic of their decisions, you will find that what drives these two decisions is the exact same spell cast by the capital markets.

Turn one-time transactions into recurring revenue.

Microsoft’s version: Turn the sale of game consoles (a one-time hardware transaction) into selling Game Pass subscriptions (recurring monthly fees), and then into selling AI cloud services (recurring enterprise contracts). Every step makes the revenue structure look “higher quality” in the eyes of Wall Street. Nadella slashed nearly half the staff of Turn 10 Studios—the development team behind the ForzaTech engine, one of Xbox’s last remaining low-level technical vanguards—and simultaneously used the saved money to buy NVIDIA GPUs to build AI data centers. Because AI’s price-to-dream ratio is high, Wall Street loves to see it.

Sony’s version: Turn the sale of a $70 single-player game (a one-time purchase) into the microtransactions of a live-service game (recurring consumption). Ryan butchered single-player studios and forced all teams to pivot to live-service games. Because the P/E ratio for recurring revenue is higher than for one-time buyouts, Wall Street loves to see it.

Two paths, one destination: paying protection money to Wall Street.

This is not a metaphor. CEOs of publicly traded companies have a fiduciary duty to shareholders—to maximize shareholder value. If Wall Street believes recurring revenue is worth a higher P/E ratio than one-time transactions, then all CEOs have an obligation to push their revenue structures in that direction. A CEO who doesn’t push will be replaced—Chapter 9’s Gelsinger is a living example.

Nadella wasn’t “wrong.” Ryan wasn’t “wrong.” They both perfectly fulfilled their responsibilities to shareholders as CEOs of publicly traded companies. But the cost was that they personally dismantled the invisible supply chain described in Chapters 7 and 8.

And this is exactly what is most terrifying: Under the logic of capital, destroying the cornerstones of technology is actually the “most rational and profitable” behavior.

This logic has a fatal blind spot.

It assumes that gaming is merely a commodity—a revenue stream that can be repackaged, repriced, and reallocated. It doesn’t care what role gaming plays in the broader technological ecosystem.

This book has spent nine chapters explaining that role.

Chapter 7: Gamers’ money fed CUDA. Inside every GeForce sold were general-purpose compute cores gamers didn’t use, amortizing ten years of R&D costs for the AI revolution.

Chapter 8: Gaming GPUs are the stress test arena for TSMC’s advanced processes. The 608-square-millimeter die of the RTX 4090—five and a half times larger than an iPhone chip—forced TSMC to push the yield of its 5nm process to the absolute limit. Without this stress test, the H100 could never have been mass-produced.

Chapter 8 also stated another fact: Console SoCs are TSMC’s invisible ballast. Orders for the PS5 and Xbox Series X—lasting seven to ten years and shipping tens of millions of units—filled the capacity voids during the iPhone’s off-season, keeping fab utilization at high levels. This was one of the prerequisites for TSMC daring to pour astronomical capital into building next-generation nodes.

Gaming is not a commodity. Gaming is a stress test arena plus an R&D funding pool. The cost of tearing it down won’t appear on this year’s financial reports. The cost will only materialize five or ten years from now.

And Microsoft and Sony are tearing it down simultaneously. Both CEOs are paying protection money to Wall Street. The names of the premiums are different—one is called AI, the other live-service games—but the bricks being torn down come from the exact same wall.





VI. Closing Arguments

That pattern appears for the last time. The eighth time. And the most dangerous time.

Because the previous seven variations locked in other people—consumers, developers, AI researchers, OEMs. And the ones tearing down the walls were also other people—Valve, AMD, the open-source community.

This time, the ones tearing down the wall are the owners themselves.

Microsoft is dismantling Xbox. Sony is dismantling studios. Both companies are using the same reason: We need to put our resources into more valuable places. Microsoft says that place is AI. Sony says that place is live-service games.

But the things they are tearing down—long-term chip orders for tens of millions of consoles annually, a consumer hardware market pushing the extreme limits of GPU performance, the demand for stress tests that forces TSMC to push yields to the extreme—these things are not on their balance sheets. What they are tearing down is an invisible supply chain stretching from the gamer’s pocket to the silicon of AI chips.

The logic of Chapter 8 works like this: Gamers spend $1,599 to buy an RTX 4090 → NVIDIA uses this money to place large-die orders with TSMC → TSMC uses these orders to hone large-die yields → Once yields mature, they are used to build the H100 → The H100 drives global AI training.

The starting point of this chain is gaming. If the console market shrinks—if Xbox becomes a brand label instead of a piece of hardware—that chain loses a link. Long-term orders for console SoCs shrink, and TSMC’s capacity balancer loosens. If the consumer GPU market is eroded by cloud streaming, NVIDIA’s gaming revenue drops, and the base for amortizing the R&D tax shrinks—the cost of every AI card will rise.

No one has ever asked this question in the boardrooms of Microsoft or Sony. Because this chain is too long. Between the layoffs at Xbox and the capacity planning at TSMC, there are too many layers. And Wall Street only looks at the next quarter.

Convenience attracts Wall Street (higher P/E ratios) → Wall Street’s pressure locks in the CEO’s decision space → The CEO tears down gaming assets to feed AI or live-service games → Gaming’s function as a stress test arena and R&D funding pool is weakened → The cost of this weakening only materializes five to ten years later → But by then, the things torn down can never be brought back.

In the previous seven variations, the cost of the pattern was reversible—at least theoretically. Microsoft could re-invest in DirectX. NVIDIA could open-source CUDA (though it won’t). TSMC could take on new clients.

This time is irreversible. You can build a fab in three years, but you cannot rebuild the creative culture of a disbanded game studio in three years. You can spend money to hire back engineers, but you cannot buy back the unspoken chemistry between a team that has honed the same IP for a decade. Japan Studio is closed, and it stays closed. Tango Gameworks was picked up by Krafton. Arkane Austin is scattered. Bluepoint is scattered. The capabilities of these teams—to make games like Prey, Hi-Fi Rush, Demon’s Souls, and Bloodborne that are revered by hardcore players as masterpieces, that drive hardware sales, and that force GPUs and CPUs to push their performance to the absolute limit—cannot be bought back with money.

Gaming is the stress test arena for technological evolution. And that stress test arena is being personally torn down by its owners. Not because of foreign invaders, but because the owners feel the land is worth more if used to build something else.





VII. The Loot is Still Being Divided

Back to February 23, 2026. Phil Spencer retires. Asha Sharma takes over.

A gaming journalist wrote a sentence in an article: “The soul of Xbox has left the building.”

But the soul never lived in that building to begin with.

Chapter 3 already stated it: Xbox was never built for the players from day one. It was built to block Sony’s threat to Windows. A wall, not a city. The people living behind the wall—the players who bought the Xbox, subscribed to Game Pass, and trusted the exclusivity promises—their investment was never on Microsoft’s balance sheet.

Did Spencer know this? Probably. But he stayed for thirty-eight years, held on until the very last moment, and then handed the keys over to an AI executive.

Sony’s situation is more complex. Because PlayStation truly was a city—a city with residents, culture, and a sense of belonging. The developers of Japan Studio, the writers of Naughty Dog, the craftsmen of Bluepoint—they weren’t chips; they were residents. Jim Ryan used Wall Street’s logic to tear down several walls of this city, and then retired. The people left behind are picking up the pieces.

But picking up the pieces does not equal rebuilding.

Because what was torn down weren’t just studios. What was torn down was a signal—a signal telling game developers worldwide: in the eyes of major platform holders, your work is merely a revenue genre. If your revenue genre isn’t the kind Wall Street prefers, you are a replaceable part.

The long-term effect of this signal runs deeper than any layoff. Because it changes the flow of talent. The best game developers will ask themselves: Do I want to bet my career on a company that might shut down my studio at any moment simply because of Wall Street’s preferences?

The answer is increasingly “No.” And where do these people go? Some go to indie development. Some go to AI. Some leave the industry altogether.

What they take with them—their understanding of hardware limits, their intuition for real-time rendering, their obsession that anything below sixty frames per second is unacceptable—happens to be the starting point of the invisible supply chain described in Chapters 7 and 8.

No one cares. Because the bill won’t arrive for another ten years.

This is the final chain of causality in this book. And the only one still unfolding.

Microsoft spent $69 billion to buy Activision Blizzard, then sent its games to its competitor’s console. Sony spent over $200 million making a game that lived for fourteen days. Both companies, in different ways, did the exact same thing: treating gaming as a means rather than an end, and treating players as bargaining chips rather than customers.

This sentence was written at the end of Chapter 3. Back then, it was a preview. Now, it is a settlement.

And on the settlement bill, the line with the largest amount is not the $69 billion, not the $200 million, not the $100 billion AI capital expenditure.

The line with the largest amount is a number no one can yet calculate: When the world’s two largest gaming platform holders simultaneously decide “gaming is not our core business,” how big of a hole will the stress test arenas, R&D funding pools, and long-term chip orders they simultaneously tear down leave in the semiconductor supply chains and AI infrastructure of the next decade?

No one is asking this question.

But TSMC’s engineers in Hsinchu might already be feeling it.



That is the story of the finale.
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Chapter Eleven: A Love Letter to Gamers — Sega’s Sacrifice and Nintendo’s Walled Garden

January 31, 2001. Sega held a press conference in Tokyo.

President Shoichiro Irimajiri stood at the podium and announced the discontinuation of the Dreamcast. Sega was exiting the console hardware market. A company that had been building game consoles since the SG-1000 in 1983 — through the glory days of the Mega Drive, the bitter struggle of the Saturn, the final stand of the Dreamcast — was leaving the hardware battlefield forever.

The press conference was short. Irimajiri’s words were restrained. But that evening, in the game shops of Akihabara, clerks moved the Dreamcast display cases to the corners. On 2ch forums, die-hard fans wrote eulogies. Someone quoted a line from Shenmue: “いつか必ず、この道を。” (Someday, I will walk this road to its end.)

The company was dead. But what it had done before dying — that $5 million lifeline described in Chapter Four, which kept NVIDIA alive past 1996 and ultimately grew into a $5 trillion AI monopoly — looks staggeringly heavy in retrospect, twenty-five years later.

After Sega fell, only three players remained in the console market: Sony, Microsoft, and Nintendo. The first two marched down the road described in the preceding ten chapters — the compute arms race, platform lock-in, the Wall Street numbers game. The third took an entirely different path.

But before we tell Nintendo’s story, we need to finish Sega’s autopsy. Because its cause of death was far more complicated than “too good at technology.”




I. Autopsy

To understand why Sega died, you first have to understand what Sega was.

Sega was not Nintendo. Nintendo came from toys — hanafuda cards, playing cards, and only then electronic games. Nintendo’s DNA was “fun.” Its graphics never needed to be the best; they only needed to serve gameplay.

Sega came from arcades. Its roots were in those machines that cost hundreds of thousands of yen each — hydraulic seats, wrap-around screens, sixty frames per second of real-time 3D without a single dropped frame. Sega’s internal development team AM2, led by Yu Suzuki, had been doing something since the 1980s that Nintendo had never attempted: pushing both hardware and experience to their absolute limits simultaneously.

1986: OutRun. Super Scaler technology used high-speed sprite scaling to simulate 3D depth — effects that home consoles of the era couldn’t even dream of. The hydraulic cabinet tilted with the screen, letting your body feel the centrifugal force of each turn. Sega called this design philosophy taikan — “bodily sensation.”

1993: Virtua Fighter. The world’s first fully 3D fighting game. Model 1 arcade board, real-time polygon rendering at sixty frames per second. In an era when Street Fighter II had defined the fighting genre in 2D, AM2 leaped straight into 3D — not to show off, but because Suzuki believed three-dimensional space could achieve a depth and authenticity that 2D never could.

1994: Daytona USA. Model 2 board — custom hardware co-developed with GE Aerospace, a full generation faster than any home console. Eight linked cabinets for multiplayer racing, high-speed texture mapping, physically modeled engine roar and tire friction. This wasn’t a racing game. It was an immersion device that made you forget you were sitting in an arcade.

Sega never pursued “best graphics” or “best gameplay” in isolation. It pursued both pushed to the limit simultaneously — using the most cutting-edge hardware to create experiences that the body and senses could not refuse. This pursuit didn’t exist in Nintendo’s DNA. It didn’t exist in the spreadsheet logic of Sony and Microsoft that came later. Sega was the closest thing to a craftsman that the platform-holder world has ever seen.

But the craftsman died. Three wounds killed it.

The first wound was self-inflicted. Before the Dreamcast, Sega had launched three pieces of hardware in five years — the Mega CD, the 32X, and the Saturn — each requiring its own game development ecosystem, its own supply chain, its own marketing budget. The Saturn’s dual-CPU architecture drove third-party developers mad — only a team like AM2, coding from bare metal, could wring full performance from it. By the time Dreamcast launched, Sega’s finances were hemorrhaging and developer trust was evaporating.

The second wound was Sony’s killing stroke. At the first E3 in 1995, Sega announced the Saturn was available immediately in North America at $399 — a gamble to seize first-mover advantage. Sony’s response is the most famous single blow in gaming history: SCEA president Steve Race walked onstage, dropped his prepared remarks, said one word — “$299” — and walked off. A hundred-dollar price gap killed Saturn’s momentum in North America in a single second. But Sony’s killing move went beyond price. Ken Kutaragi’s team had been touring game studios worldwide since 1994, carrying PlayStation 3D demos, promising low-cost CD manufacturing (an order of magnitude cheaper than cartridges) and a streamlined approval process. The result: Square pulled Final Fantasy VII from Nintendo’s camp and gave it to PlayStation. Capcom and Konami followed. Sony didn’t steal market share — it stole third-party exclusives. In an industry where a console lives or dies by its software lineup, losing third parties means losing everything.

The third wound was the PS2. March 2000. The launch covered in Chapter Three — Kutaragi standing onstage with Emotion Engine floating-point specs, positioning the PS2 as “the home computer of the twenty-first century.” PS2 sold over ten million units in its first year. Dreamcast went from cliff-edge sales decline to discontinuation in under two years.

Three wounds combined: self-inflicted hardware fragmentation consuming finances and developer trust; Sony’s tactical marketing stealing the third-party lineup; PS2’s overwhelming installed base sealing the last exit.

Sega’s leadership did a calculation. Continue making hardware, lose hundreds of millions per year. Exit hardware and become a pure software company — at least survive.

Yu Suzuki built Shenmue on the Dreamcast — development cost was never officially confirmed, but industry estimates range from $47 million to $70 million. Shenmue had a dynamic day-night weather system, NPCs with independent schedules, convenience stores you could walk into, arcade machines you could play. In an era when 3D games were just learning to walk, Suzuki built an entire virtual town. The game was the ultimate expression of Sega’s taikan philosophy — and its final elegy.

Sega’s exit from the console hardware market sent a signal across the global gaming industry: If even Sega — a company with top-tier arcade technology, top-tier game development capability, and a willingness to pursue perfection regardless of cost — couldn’t hold on, then the lesson for anyone thinking about making console hardware was simple: either be too big to fail, or don’t enter.





II. Iwata’s Arithmetic

May 31, 2002. Satoru Iwata became Nintendo’s fourth president. Forty-two years old. His predecessor Hiroshi Yamauchi had retired and handpicked this programmer from HAL Laboratory — not a businessman, not a marketer — to lead a century-old company.

When Iwata took over, Nintendo was being taught a lesson by GameCube’s failure. GameCube carried a custom IBM PowerPC CPU codenamed “Gekko” and an ATI GPU codenamed “Flipper” — performance roughly on par with the PS2 and Xbox. Nintendo had earnestly fought a head-on specs war against Sony and Microsoft.

The result: GameCube sold 21.74 million units worldwide. PS2 sold 155 million. Xbox sold 24 million. GameCube finished last among the three — and not by a small margin.

Iwata was not the kind of person to be paralyzed by failure. He was the kind of person who reached for a calculator.

He did the math.

The Emotion Engine’s R&D cost ran into the hundreds of millions. Sony lost money on every PS2 sold in the early period, clawing it back through software licensing fees and the added value of a DVD player. Each Xbox lost over $100, and Microsoft absorbed $4 billion in losses — because its goal wasn’t profit, it was blocking Sony (the story of Chapter Three).

Both rivals were trading losses for market share. And the cost of this war would only climb with every new generation. GPU performance doubled every two years. R&D costs doubled every two years. But game prices couldn’t go up — consumers’ psychological anchor for a game sat between $50 and $60, unchanged for a decade.

Iwata didn’t need other companies’ corpses to teach him arithmetic. GameCube’s own failure was clear enough — Nintendo had fought its rivals spec for spec and sold the fewest units. And the industry’s cost structure was right there on the page: If Nintendo kept competing on compute power against Sony and Microsoft, it would either be crushed by costs or have to subsidize losses from a larger empire — but Nintendo had no Windows empire, and it had no patience from Wall Street. Sega’s exit was corroborating evidence, not the cause. The real cause was the numbers on the calculator.

He made a decision that nearly every gaming outlet mocked at the time.

Exit the performance race.





III. The Cost of Not Fighting

November 19, 2006 — two days after PS3 — the Wii launched in North America. $249.

The Wii’s hardware specs were treated as a joke in the gaming community. Its CPU was IBM’s Broadway — essentially an overclocked version of GameCube’s Gekko. Its GPU was ATI’s Hollywood — an upgrade of GameCube’s Flipper. The entire machine’s performance was roughly a quarter to a third of the PS3 and Xbox 360.

Sony’s PS3 used the Cell Broadband Engine — a monster chip jointly developed by IBM, Sony, and Toshiba at an R&D cost exceeding $3 billion. Microsoft’s Xbox 360 ran IBM’s triple-core Xenon CPU paired with ATI’s Xenos GPU — among the most advanced consumer graphics hardware of 2005.

The Wii was running hardware from two generations ago.

But the Wii did something the PS3 and Xbox 360 couldn’t: it booted in two seconds and you could play. Its motion controller let a seventy-year-old grandmother play tennis. Its price point required no parental hesitation.

Wii lifetime sales: 101.63 million. PS3: 87.4 million. Xbox 360: 85.8 million.

Iwata won.

But we need to stop here and ask the question this book’s readers should be in the habit of asking by now: What was the cost?

The cost: Nintendo perfectly missed every piece of foundational technology accumulation on the road to AI supremacy.

The Wii pushed no advanced semiconductor processes. Its chip used 90nm — 90nm in 2006, the year Intel was already ramping 65nm production. The Wii’s GPU had no programmable shader pipeline — the architectural innovation described in Chapter Seven that enabled NVIDIA to transform gaming GPUs into general-purpose compute platforms. The Wii was completely absent.

The Wii contributed no large-die yield data to TSMC. It paid not a single cent of R&D tax into the CUDA ecosystem. Its existence, on the invisible supply chain from gaming to AI described in Chapters Seven and Eight, was a zero.

Nintendo did not participate in forging the foundational infrastructure of AI supremacy. It withdrew from the arms race, preserved its finances, and in doing so permanently disconnected from the front line of humanity’s push against technological limits.

This is not a moral judgment. It is a structural observation. Nintendo’s choice let it survive — and surviving let it do something that, in the context of this book, is far more interesting.





IV. The Island

While every other gaming giant was doing the same thing, Nintendo was doing the opposite.

Chapter Ten dissected that thing in detail: Microsoft gutting Xbox’s studios and redirecting resources to AI infrastructure. Sony, under Jim Ryan’s direction, forcing first-party studios to pivot to live-service games, shutting down Japan Studio, spending $200 million on a game — Concord — that lasted fourteen days. Both companies followed the same logic: convert one-time transactions into recurring revenue. Pay Wall Street its protection money.

Nintendo didn’t pay that protection money.

The reason was simple — Nintendo is not a U.S.-listed company. It trades on the Tokyo Stock Exchange, with a shareholder base dominated by Japanese institutional investors and long-term holders. Wall Street’s quarterly revenue pressure, the American public company’s “recurring revenue obsession” — these carry far less weight in Nintendo’s boardroom than in Microsoft’s or Sony’s.

March 3, 2017. The Nintendo Switch launched. $299.

The Switch’s heart was NVIDIA’s Tegra X1 — a mobile chip released in 2015. 20nm process. 256 CUDA cores. On the gaming hardware spectrum of 2017, its performance was roughly a quarter to a third of the PS4.

Once again, the gaming press’s first reaction was mockery.

Once again, Nintendo won.

Switch cumulative sales exceeded 146 million units — surpassing the Wii to become the best-selling console in Nintendo’s history. The Legend of Zelda: Breath of the Wild. Animal Crossing. Mario Kart 8. These games didn’t need ray tracing, didn’t need 4K textures, didn’t need 120 frames per second. They needed to be fun.

And throughout the Switch’s entire lifecycle — 2017 to 2024 — Nintendo stubbornly did several things that Microsoft and Sony did not:

Its first-party games were sold as complete purchases. No season passes. No battle passes. No “pay ¥1,000 to unlock a limited-edition skin.” You paid $60 for Breath of the Wild, and you got a complete game.

It didn’t close a single first-party studio. Didn’t lay off thousands. Didn’t cancel in-progress projects to dress up the balance sheet.

It didn’t force its studios to make live-service games. No Jim Ryan–style company-wide pivot mandate.

While Microsoft and Sony treated players as ATMs to subsidize R&D costs and treated studios as assets to be dismantled and reassembled at will, Nintendo did something that looked stupid — it treated players as customers.

But here we need to correct an illusion that might be forming: Nintendo is not an “open” company. Far from it.

In 1985 — a decade before DirectX, two decades before CUDA — Nintendo embedded a chip called 10NES in every licensed NES cartridge. When the console powered on, it performed a handshake authentication with the cartridge chip. Unauthorized cartridges got a black screen. This was the first hardware-level lock in the history of the gaming industry. The accompanying licensing regime was draconian: third-party developers faced annual title limits, mandatory exclusivity periods, and cartridges manufactured exclusively by Nintendo. From the NES to the Switch 2, every generation of Nintendo hardware has had its own proprietary cartridge or card format, its own authentication mechanism, its own closed developer program. From the NES through the 3DS, there was also hardware-level region locking.

Nintendo built the most stringent lock in the history of the gaming industry. But this lock had one characteristic that made it fundamentally different from every lock described in the preceding ten chapters: It never spread outward.

10NES didn’t affect PCs. The Switch’s closed ecosystem doesn’t affect Steam. Nintendo never attempted to make its own technology the industry standard, never entered the DirectX vs. Vulkan standards wars. Its stance has never wavered: enter my garden, play by my rules. Don’t want to come in? I don’t care.

In April 2026, someone got Steam running on a hacked original Switch — Valve’s Proton had just added ARM64 support, and the Switch happened to use an ARM chip. Nintendo’s response wasn’t openness. It was fortifying the wall: the Switch 2 user agreement explicitly states that installing unauthorized software may result in permanent disabling of the entire console.

Forty years ago, 10NES made unauthorized cartridges show a black screen. Forty years later, the countermeasure upgraded to account bans and remote bricking. The tools changed. The logic hasn’t changed by a single word.

Microsoft’s DirectX is a weapon — a weapon for conquering the world outside. Nintendo’s lock is a castle wall — for protecting the garden within. Both are locks. But one spreads outward. The other contracts inward.





V. NS2: A Crack in the Island

But the story doesn’t end here. Because on June 5, 2025, something happened that cracked a fissure in the “Nintendo doesn’t participate in the arms race” narrative.

The Nintendo Switch 2 launched. $449.99.

The most expensive console in Nintendo’s history. 50% more than the original Switch. Nearly double the Wii’s $249 in 2006.

More noteworthy was the chip inside.

The Switch 2’s heart is NVIDIA’s custom Tegra T239 — codenamed Drake. This is not a chip born from “withered technology.” It’s based on NVIDIA’s Ampere architecture — the same architectural generation as the RTX 3080. 1,536 CUDA cores. RT cores for real-time ray tracing. Tensor cores — NVIDIA’s dedicated AI compute units. Die area of 207 square millimeters — nearly twice the original Switch’s Tegra X1. 12GB LPDDR5X memory.

The chip’s most critical feature is DLSS — Deep Learning Super Sampling. NVIDIA’s AI upscaling technology. It allows the Switch 2 to render games at a lower native resolution, then use the Tensor cores’ AI computation to “upscale” the image to 1080p or even 4K.

Inside Nintendo’s new console, an NVIDIA AI chip is running.

BOM (bill of materials) estimates range from $330 to $400. If accurate, this means that Nintendo — a company whose iron rule has always been “hardware must be profitable” — may be operating on razor-thin margins or even losses on the Switch 2.

The T239 chip is fabricated by Samsung Foundry using Samsung’s 8nm process (technically a derivative of its 10nm node) — the same process node used for NVIDIA’s RTX 3090. Not TSMC.

Here a subtle but important fact emerges: Nintendo’s console chip orders did not enter TSMC’s capacity pool. Chapters Eight and Ten emphasized that the long-term SoC orders from PS5 and Xbox Series X serve as ballast in TSMC’s capacity planning. The Switch 2’s orders went to Samsung — meaning that Nintendo’s hardware existence is, once again, a zero on the “console → TSMC → AI chip” supply chain described in Chapter Eight. Even as it finally joined the compute race, it still hasn’t stepped onto that track.

But the Switch 2 did something else.

In its first four days, it sold 3.5 million units worldwide. The fastest launch in Nintendo’s history. In 2025 — the year Microsoft’s Xbox was being dismantled, the year Sony’s first-party studios were drowning in the wreckage of live-service failures, the year the global gaming hardware market was supposedly shrinking — a $450 console, powered not by compute specs, not by an AI narrative, not by a recurring-revenue pitch for Wall Street, but by “this machine has Mario and Zelda on it,” sold 3.5 million in four days.

While everyone else was dismantling games, only Nintendo was still making them. And consumers voted with their wallets for the one that was still making games.





VI. Closing Arguments

In the preceding ten chapters, the pattern appeared eight times. Each variation took a different form — offensive, defensive, accidental, bidirectional lock-in — but the core logic was the same: attract users with convenience, lock them in through dependency, turn users into appendages of the platform. And every lock shared one characteristic: it spread outward, penetrating platform boundaries, affecting the world beyond.

In this chapter, the pattern inverted.

Sega didn’t build a lock — it never lived long enough to lock down an ecosystem. Dreamcast’s online service SegaNet had the embryo of lock-in, but PS2 killed it before it could take shape. Sega’s exit was not a choice. It was a sentence.

Nintendo built a lock — the earliest and most severe in gaming history. 10NES predated DirectX by a decade. But its lock was walled-garden type: boundaries ending at its own platform, never spreading outward, resetting to zero with each console generation. No one in 2025 is locked anywhere because of 1985’s 10NES.

Three types of lock. Three outcomes.

Expansive lock-in — Microsoft, NVIDIA, TSMC, Valve — became the infrastructure of tech hegemony. Costs borne downstream. Deferred bills arriving two or three decades later.

Walled-garden lock-in — Nintendo — survived for forty years, but remained irrelevant to the mainline of tech hegemony. A garden, not a supply chain.

No lock — Sega — death.

Nintendo chose. It chose not to participate in the compute arms race, from Wii to Switch, for eighteen years. It chose to draw the boundary of its lock at its own walls, never attempting to lock down the world beyond. That choice has two sides.

One side is cost: Nintendo is absent from Chapter Seven’s CUDA supply chain, absent from Chapter Eight’s TSMC yield-testing crucible, absent from Chapter Nine’s x86 vs. ARM architecture war. Its contribution to the foundational infrastructure of the AI revolution is zero. From the perspective of technology history, Nintendo’s eighteen years have been a brilliant spectation.

The other side is reward: Nintendo is the only company among all the characters in this book that, in 2025, still treats games as an end rather than a means. Microsoft treated games as a defensive weapon for Windows — used, then dismantled. Sony treated games as a revenue pipeline — reconfigured whenever the form didn’t fit. NVIDIA treated gamers as R&D tax payers — once CUDA was fed, pivot to AI. TSMC treated gaming chips as stress tests for advanced nodes. Every company was exploiting games. Only Nintendo was still making them.

But the Switch 2 has broken something. $449. NVIDIA Ampere. DLSS. Tensor cores. For the first time, Nintendo put AI technology inside its console — not to do AI, but to let a handheld produce near-4K visuals. It’s paying higher hardware costs now. It’s drifting further from “withered technology.”

Nintendo’s island is being eroded by the tide. Not because Nintendo has changed — but because the hardware cost of “making a fun game console” in 2025 no longer allows anyone to stay independent on the cheap.

Sega died by being ahead of its time. Nintendo survived by being behind it. But the times are catching up.





VII. The Spoils Are Still Being Divided

In 2001, before exiting the console hardware market, Sega sold its NVIDIA shares. Bought for $5 million. Sold for $15 million. A triple return.

In 2025, NVIDIA’s market capitalization exceeded $5 trillion. That original $5 million investment, had it been held, would be worth tens of billions of dollars.

Sega didn’t wait for that day. It couldn’t afford to.

And Shoichiro Irimajiri — the man who, in 1996, made a decision that violated every business textbook and threw the last life preserver to NVIDIA — disappeared from public view after stepping down as Sega’s president in 2000.

Irimajiri never knew what he had done. He didn’t know that $5 million would become the RIVA 128, then GeForce, then CUDA, then the H100, then a chokehold on the global AI industry. He just thought a young man deserved another chance.

Sega is the purest character in this book. No conspiracies, no lock-in, no Wall Street numbers games. It pushed the frontier to make better games, gave generously out of principle, and exited to survive. Every one of its decisions was the decision a game maker would make — not a platform builder.

And Nintendo — the company that survived in the same market after Sega fell — is now facing a question Sega never lived long enough to confront: As the cost of maintaining an island keeps rising, how long can you remain independent?

The Switch 2’s $449 is already Nintendo’s first concession to reality. What comes next? Next-gen consoles on TSMC’s process? Joining the PS6 and next Xbox in a full compute arms race? Using DLSS 4.0 AI upscaling while still insisting on complete, one-time-purchase games?

No one knows.

But one thing is certain. In the forty years recorded by this book, two companies proved something: you can refuse to participate in expansive platform lock-in, you can refuse to participate in the monopoly race, you can even refuse to participate in building the foundational infrastructure of AI hegemony.

The cost is that you will never become a $5 trillion giant.

The reward is that the thing you make is still a game.

That is the question for the final chapter: after this forty-year sprint, how much are those four words — “still a game” — actually worth?
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Final Chapter: Games Are the Future (v5b)

Two in the morning.

The same moment that opened the prologue. The Steam Deck beside me is running a Windows game — Proton’s translation layer on Linux, converting every DirectX call into Vulkan. Chapter Six’s story. The iPhone notification flashes and fades — its chip from TSMC’s 3nm line. Chapter Eight’s story. Somewhere beyond the window, in a data center, thousands of NVIDIA H100 cards are computing the next set of weights for a large language model — every CUDA core inside those cards was funded by eighteen years of R&D tax paid by gamers. Chapter Seven’s story.

But this time, there’s something new.

Under the TV stand sits a Nintendo Switch 2. $450. NVIDIA Ampere architecture. Tensor cores. DLSS. The AI upscaling algorithm running inside this console and the Tensor cores inside the H100 share the same design lineage.

Everything in this room has a causal chain leading back to a chapter in this book. And every causal chain ultimately converges on the same starting point.

Someone wanted to play a better game.




I. Convergence

Looking back from 2026, the last forty years of technology history reveal an awe-inspiring convergence.

In 1993, a young man decided in a Denny’s restaurant to build a graphics card that would make PC games look better. In 2026, his company is worth over $5 trillion, and every company in the world that wants to do AI is lining up to buy his chips.

In 1995, a Microsoft engineer was dispatched to convince John Carmack to accept Windows. Thirty years later, Microsoft spends over $100 billion a year building AI data centers — and the operating system running in those data centers is Linux, the system Carmack trusted most.

In 1996, a Japanese executive handed $5 million to a young man who had made a fatal mistake. In 2026, that $5 million has grown into the deepest technology monopoly in human history.

In 1998, TSMC signed its first strategic partnership agreement with NVIDIA. In 2026, every one of the world’s most advanced AI chips — H100, B200 — comes off TSMC’s production lines in Hsinchu. The yield rates on those lines were forged by large-die orders for gaming GPUs.

In 2006, Jensen Huang quietly embedded general-purpose compute cores inside every GeForce 8800 GTX. In 2012, a Ukrainian-born doctoral student used two gaming graphics cards in his parents’ bedroom to ignite the deep learning revolution. In 2022, ChatGPT launched. At every node of this causal chain stands a gamer’s dollar bill.

Software, compute, silicon. DirectX, CUDA, TSMC. Three seemingly parallel technology trees, all merging at the summit of the AI era.

But the cost of that merger has been surfacing, link by link, across the final three chapters of this book.





II. Three Interrogations

First question: Why does every turning point in tech hegemony begin with games?

This book spent eleven chapters answering that question, but it can be compressed into a single sentence: Because gamers are the only consumer group in human history willing to spend thousands of dollars every two years just to make the reflections on a virtual water surface look slightly more realistic.

No other industry has consumers like this. Enterprise users buy servers to save money — they calculate every cent. Research institutions buy supercomputers with government grants — long cycles, fixed budgets. Only gamers pay out of their own pockets, willingly, and with appetites that never plateau.

These people constitute a perfect pressure-testing ground plus R&D funding pool. Their money fed NVIDIA’s CUDA for a decade (Chapter Seven). Their GPU orders forced TSMC to push large-die yields to the limit (Chapter Eight). Their obsession with visual fidelity compelled each generation of GPU to breach the silicon limits of the previous one — and those breached limits happened to be precisely the limits that AI computation needed.

Games are not a byproduct of technological revolution. Games are the pressure-testing ground and the cash register of technological revolution.

Second question: In this forty-year fight, why did some companies survive while others fell?

The answer is not a matter of genius. Every protagonist in this book — Jensen Huang, Bill Gates, Lisa Su, Pat Gelsinger, Gabe Newell, Morris Chang — is among the most brilliant minds in their respective fields. Genius was not in short supply.

The difference is institutional structure.

Chapter Nine’s conclusion: Intel’s MDF and its vertically integrated service apparatus produced an empire that couldn’t move. Gelsinger saw all the problems, but the entrenched interest structures were too deep, and Wall Street wouldn’t give him time. Lisa Su won — not because she was smarter, but because AMD had been beaten to the bottom. The bottom meant freedom. Freedom meant being able to place all resources on a single bet.

Chapter Ten’s conclusion: Nadella has real authority, and his direction may be correct — but the thing he’s dismantling (gaming’s function as a pressure-testing ground) won’t send its bill for another decade. Ryan had real authority, and his direction has already been proven wrong — the corpses of live-service games are piling up.

The succession of tech hegemony is not an intelligence contest between geniuses. It is Darwinian evolution among organizational structures, entangled interests, and time horizons.

Third question: When giants dismantle their own pressure-testing grounds with their own hands, is this transformation or suicide?

This is the book’s final question, and the only one that still has no answer.

Microsoft’s AI capital expenditure in 2026 exceeds $100 billion. It shut down Tango Gameworks, Arkane Austin, The Initiative. It let Turn 10 — the team behind the ForzaTech engine — lay off nearly half its staff. It used the savings to buy NVIDIA GPUs for AI data centers.

Sony spent $200 million making a game that lasted fourteen days. Shut down Japan Studio. Shut down Bluepoint. Shut down Firewalk. Jim Ryan retired with enough wealth for several lifetimes.

Two companies, two different methods, the same action: treating games as means rather than ends, treating players as chips rather than customers.

Chapter Three wrote that sentence. Back then it was a forecast. Chapter Ten turned it into a settlement.

But on that settlement’s bill, there is one line no one has been able to calculate yet: When the world’s two largest gaming platform holders simultaneously decide that “games are not a core business,” the pressure-testing grounds, R&D funding pools, and long-term chip orders they simultaneously tear down — how large a gap will these leave in the semiconductor supply chain over the next decade?

No CEO asks this question. Because the causal chain is too long — too many layers between Xbox layoffs and TSMC capacity planning. And Wall Street only looks at the next quarter.





III. The Death of Systems Thinking

This book’s preface told a personal story. A teenager growing up in Mong Kok’s Sino Centre in 1990s Hong Kong, who learned the entire architecture of a CPU by accident — through editing config.sys, memorizing IRQ interrupt numbers, pressing 255 into FF on a Casio calculator.

That learning path — starting from games, penetrating the operating system, reaching all the way to bare hardware — has almost completely disappeared today.

A young engineer in 2026 doesn’t need to know what an IRQ is. Doesn’t need to know how to configure VGA registers. Doesn’t need to know how memory pages are partitioned. They open PyTorch, call model.train(), and everything underneath — cuDNN, cuBLAS, PTX, SASS, every transistor switch on the GPU — is encapsulated as a black box.

This isn’t a bad thing. Abstraction layers are the only way to manage complexity. The preface already said it: the problem isn’t abstraction layers themselves — the problem is when abstraction layers become black boxes.

Black boxes mean: you can use it, but you can’t open it. You can optimize on its surface, but you can’t penetrate it to redesign the foundation.

John Carmack is Carmack because he grew up in an era when hardware was naked. He had to write directly to VGA memory, had to understand how every CPU clock cycle was spent. Jensen Huang could see the seam inside the GPU — from graphics rendering to general-purpose compute — because he straddled hardware design and business strategy, seeing through the entire stack. Lisa Su could rescue AMD from rock bottom because her technical foundation ran from semiconductor physics to system architecture, touching every layer.

These people share one trait: they could see through the entire system — from transistor to API to application layer. The preface called this ability “systems thinking.”

But in the fast-food AI era of 2026, the brightest minds are all learning how to call pre-built tools — how to chain LangChain, how to fine-tune LoRA, how to use Agents for workflow automation. These skills have value. But they all stand on the surface of the black box.

And what’s more unsettling is that this problem isn’t just about students — it’s embedded in the very structure of education.

The way industry demands engineers has changed fundamentally. The proliferation of AI-assisted development tools is compressing software teams to single-digit headcounts. Hiring standards no longer allow “bring them in and train them slowly” — companies want engineers who are battle-ready from day one. But the curriculum still teaches routes from five years ago. The students aren’t lacking in intelligence. No one has told them the road has changed.

Here lies an irony.

The things that schools don’t teach — game engine internals, real-time rendering pipeline design, how to schedule parallel computation on a GPU — happen to be precisely the bridge to the most advanced frontiers of the AI era. NVIDIA’s Isaac Sim — the core simulation platform for physical AI — is built on Omniverse and the PhysX physics engine. PhysX is also the default physics engine in Unreal Engine; Omniverse’s scene description format, OpenUSD, is also the data interchange standard for Houdini and Hollywood’s visual effects industry. These systems differ in architecture and purpose — game engines pursue real-time interactive performance, Houdini pursues procedural content generation, Isaac Sim pursues high-fidelity robotic training simulation — but the core skills they require overlap heavily: understanding how GPUs schedule parallel computation, understanding how scene graphs organize 3D data, understanding how physics engines solve collisions and mechanics in every frame. An engineer who has ground through the internals of a game engine faces a far lower barrier to pivoting toward physical AI than someone who can only call APIs.

But no one tells them this. Because the curriculum has no path for it. Students walk the same old road their predecessors walked. At the end of that old road sits a position that AI is already downsizing away. And beside it, the trail that leads to the new world — the trail from game-engine internals through to AI infrastructure — is overgrown with weeds, because no curriculum guides them through it.

The soil for cultivating engineers with systems thinking is collapsing from both ends simultaneously. One end is industry — pressure-testing grounds being dismantled, studios being shut, games being treated as numbers on a spreadsheet. The other end is education — curricula that can’t keep up, students who don’t know the road has changed, the most valuable cross-layer learning paths left untaught.

If we stop cultivating the kind of engineer who is willing to dive deep into the machine — the kind who asks “what’s underneath this API,” “why was this chip designed this way,” “what cost is hidden behind this abstraction layer” —

Then, when the next great wave of technological revolution arrives, who will write the first line of code that breaks through?





IV. The Final Arithmetic

This book has recorded eight variations of the pattern.

Chapter Two: DirectX locks in PC game developers. Chapter Three: Xbox uses losses to block Sony. Chapter Four: Sega’s act of grace accidentally births NVIDIA. Chapters Five and Six: Linux’s counterattack and Steam’s new lock-in. Chapter Seven: CUDA’s four-layer prison. Chapter Eight: TSMC’s trust monopoly. Chapter Nine: Intel’s MDF locks in itself. Chapter Ten: Microsoft and Sony dismantle their own pressure-testing grounds.

Eight variations. The locks take different forms, but they share one trait: every lock spread outward. DirectX spread from PC gaming to the entire Windows development ecosystem. CUDA spread from gaming GPUs to global AI infrastructure. TSMC’s trust monopoly spread from gaming chip fabrication to all fabless clients. These locks penetrated platform boundaries, penetrated generational transitions, penetrated industry walls. Their costs are still being divided today.

In Chapter Eleven, the pattern inverted.

Nintendo is not a company that “didn’t build platform lock-in.” Quite the opposite — in 1985, it embedded the 10NES lock chip in NES cartridges, establishing the first hardware-level gatekeeping mechanism in the history of the gaming industry. A decade before DirectX. Two decades before CUDA. Its licensing regime — annual quotas, exclusivity periods, exclusive cartridge manufacturing — was unmatched in its era.

But Nintendo’s lock has one characteristic that sets it apart from every lock described in the preceding ten chapters: It never spread outward.

The NES’s 10NES didn’t affect PCs. Didn’t affect the Mega Drive. Didn’t affect PlayStation. Nintendo never attempted to make its own technology an industry standard, never entered the DirectX vs. Vulkan standards wars, never tried to use its lock to grip the world beyond its platform. Its stance has never wavered: enter my garden, play by my rules. Don’t want to come in? I don’t care.

Sega went to the other extreme. It didn’t even build a basic wall. Dreamcast’s anti-piracy measures were virtually nonexistent, development barriers were deliberately lowered, the gate stood wide open. Result: when PS2 arrived, Sega died.

Three types of lock. Three outcomes.

Expansive lock-in — Microsoft, NVIDIA, TSMC, Valve — became the infrastructure of tech hegemony. Costs borne downstream. Deferred bills arriving two or three decades later.

Walled-garden lock-in — Nintendo — survived for forty years, but remained irrelevant to the mainline of tech hegemony. A garden, not a supply chain. The NVIDIA Ampere chip inside the Switch shares the same design lineage as the H100. But Nintendo has never cared about AI. It only cares whether a game is fun.

No lock — Sega — death. Shoichiro Irimajiri’s $5 million act of grace is Sega’s last fingerprint on the history of technology.

Eight expansions. One walled garden. One without walls. Eleven chapters of causal chains, all converging on the same starting point: someone wanted to play a better game.

This is the book’s final arithmetic.

Games are not an industry. Games are a pressure-testing ground — the most grueling pressure-testing ground on earth. They force GPUs to their limits, force fabrication processes to their limits, force operating systems to their limits, force human engineers to their limits. And in the process of being pushed to those limits, they inadvertently laid the foundational tracks for the AI revolution, smartphones, and the global semiconductor landscape.

Games are also a mirror. They reflect the true face of every tech giant — who treats users as ends, who treats them as means. Microsoft used games to plug a wall, then tore it down when done. Sony used games for the balance sheet, then swapped them out when the format didn’t fit. NVIDIA used games to feed CUDA, then pivoted to AI once it was fed. Nintendo built the strictest walls of all, but inside those walls, it treated games as games from beginning to end. Sega didn’t build walls at all — it handed its goodwill to a stranger, and then it died.

The preface asked a question: In the AI era, can we still cultivate the next generation of Carmacks, Lisa Sus, Morris Changs?

The answer depends on two things.

First: whether anyone is still making the kind of product that forces young people to penetrate the black box — the kind of thing that keeps you up all night trying to fix a bug or squeeze out ten more frames per second.

Second: whether anyone is still protecting that pressure-testing ground — keeping it from being torn down to build AI data centers, keeping it from being converted into a microtransaction harvesting machine, keeping it from being swallowed by Wall Street’s recurring-revenue fixation.

If these two things are still happening, the next generation of systems-thinking engineers will have soil. If they vanish — if the last pressure-testing ground is dismantled, if the last company willing to ship a complete game surrenders to Wall Street —

Then this book is an obituary.

If they are still happening —

Then this book is a user’s manual. For the next person who, at two in the morning, for the sake of getting a game to run, is willing to open the case and look the silicon in the eye.

(End)
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Side Story (Upper): The Prison Breaker — Google’s Soulless Gamble and the TPU Closed Loop

On September 29, 2022, Google Vice President Phil Harrison announced in an official blog post: Stadia would permanently shut down on January 18, 2023.

This was a strange way to die.

Stadia possessed the infrastructure that any gaming company in the world would dream of: data centers spread across the globe, proprietary undersea fiber optic cables, the billion-user gateway of YouTube, and the massive distributed systems experience accumulated by Google’s engineering team over decades. In terms of technical foundation, no other company on Earth was better suited to build cloud gaming than Google.

Yet Stadia’s monthly active users never exceeded 750,000. During the same period, Xbox Live and PlayStation Network each surpassed 100 million monthly active users.

The reason Harrison stated in his post was mild: “It hasn’t gained the traction with users that we expected.” What he didn’t say was this: at the exact second he hit publish, the Google Play Store was sitting on two billion Android phones worldwide, automatically extracting a commission of up to 30% on every transaction, taking money straight from the pockets of game developers.

In 2024, total consumer spending on Google Play exceeded $46.7 billion. Gaming accounted for roughly 40% of that—nearly twenty billion dollars. The commission Google skimmed from that far exceeded Stadia’s entire revenue over its three years of operation.

On one side: a cloud gaming platform that cost hundreds of millions to build, struggled for three years, and couldn’t break a million monthly active users. On the other side: a platform tax with zero game R&D, zero hardware costs, pulling in money every single second automatically.

When Harrison signed the document to shut down Stadia, he probably didn’t even hesitate.




I. Dimensional Strike: Why Not Fight in the Mud?

Chapter 6 of the main text explained how Valve used Proton to pry open Microsoft’s DirectX lock. Chapter 7 explained how NVIDIA used CUDA to build a software prison four layers deep. Both wars shared one thing in common: the battlefield was on PC and console—you had to build hardware, write drivers, cultivate ecosystems, and fight for developers. Every step was hand-to-hand combat in the mud.

Google never stepped into this mud from start to finish.

What it did was simpler and far crueler: It bypassed the entire mid-to-lower stream of the gaming value chain and stood directly at the very top to collect rent.

In 2008, the Android Market (the predecessor to Google Play) went live. Google didn’t develop a single game itself. It only did one thing: provided a pre-installed storefront on every Android phone, and then extracted a 30% commission on every digital content transaction. (Later reduced to 15% for the first million dollars in revenue annually, with anything above that remaining at 30%.)

The essence of this model is exactly the same as Steam’s 30% platform tax discussed in Chapter 6. But Google’s version is more extreme.

Valve is at least doing two things: First, it develops its own games (Half-Life, Portal, Dota 2), understanding what gaming actually is. Second, it built Proton, DXVK, and the Steam Deck—spending real money to solve the technical problem of “getting more games to run.” The 30% Valve collects is, at least in part, used to feed engineers, write translation layers, and push the Linux ecosystem.

Not a single cent of the 30% Google collects goes back into gaming itself.

It does not design game engines. It does not invest in studios. It does not push graphics API standards. It does not collaborate with GPU vendors to optimize drivers. It doesn’t even do quality control for games—Google Play is flooded with asset flips and ad-farming games. Google’s entire attitude toward gaming can be condensed into a single word: Spreadsheet.

In Google’s eyes, every game is a row of numbers on a spreadsheet. Downloads, DAU (Daily Active Users), paid conversion rates, ARPU (Average Revenue Per User)—these metrics determine its ranking in the store. Is the game fun? That’s the developer’s problem. Google is only responsible for collecting rent.

This is an extreme variant of the pattern proposed in Chapter 6: Convenience attracts developers (the world’s largest mobile install base) → Lock-in effect binds the developers (your users are on Android, your revenue is settled through Google Play, you cannot leave) → In turn, extract a monopoly premium from developers (30% commission, no room for negotiation).

And the cost?

The cost is that Google has absolutely no understanding of what gaming fundamentally is. This cost cashed out with Stadia.





II. The Death of Stadia: Having Everything, Yet Missing One Thing

In March 2019, Google announced Stadia at GDC (Game Developers Conference) in San Francisco. The specs of the announcement were suffocating: 4K resolution, HDR color, 5.1 surround sound, and latency under 30 milliseconds. Behind it were Google’s edge computing nodes spread across the globe. Phil Harrison stood on stage and summarized Google’s ambition in one sentence: “The most powerful game platform of the future requires no hardware.”

Technically, he was correct.

But he miscalculated one thing: Technology is never the deciding factor in a game platform’s success or failure.

Chapter 3 stated that the original Xbox’s hardware specs far exceeded the PS2’s. Yet the PS2, relying on a massive game library and first-mover advantage, sold over 150 million units that generation. Chapter 4 stated that Sega’s Dreamcast was the most technologically advanced console of its time—and it died. Hardware and technology solve the “can we do it” problem. But the victory or defeat of a gaming platform hinges on another question: Are developers willing to make games for you?

Whether developers are willing depends on trust.

Nintendo’s developers trust that Nintendo will treat games as games. Sony’s first-party studios—at least before Jim Ryan tore down the walls—trusted that PlayStation would give them the time to make a great piece of work. Even Valve’s developers know that Gabe Newell himself is a gamer, and he understands that the value of a game is more than just the numbers on a spreadsheet.

What signal did Google send to developers?

In February 2021, less than two years after Stadia launched, Google shut down its own first-party game studio, Stadia Games and Entertainment. A studio that hadn’t even had time to release a single game was simply axed.

To game developers worldwide, this action sent only one signal: Google will walk away at any time.

And Google did walk away. Because Google builds every product the same way: set a user target, give it a runway of two to three years; if it hits the target, double down; if it doesn’t, kill it. This process works for search engines, for advertising platforms, for cloud services. It does not work for gaming.

Because building a gaming ecosystem takes a decade.

From the launch of the first Xbox in 2001, it wasn’t until the Xbox One in 2013 that Microsoft truly found its footing with a subscription model—twelve years. From the PS1 in 1994, it took until the PS5 in 2020 for PlayStation’s ecosystem to fully mature—twenty-six years. From Steam going live in 2003, it took until the Steam Deck in 2022 to prove that PC gaming didn’t need Windows—nineteen years.

Not a single successful gaming platform was built in three years.

It’s not that Google lacks resources. It is one of the richest companies in the world. But its system—quarterly reviews, OKR-driven goals, projects that can be killed at any moment—is structurally incompatible with the long-term commitment required for a gaming ecosystem.

In the main text, we gave this trait a name: Spreadsheet Soul. Google has the most precise spreadsheets in the world. But spreadsheets cannot see the value of “a developer spending three years making a game nobody bought but that redefined a genre.” Spreadsheets only see download volumes and revenue curves.

Stadia’s cause of death wasn’t technology. It was its soul.

Google had the world’s best infrastructure, the fastest network, and the strongest engineering team—but it had no Game Soul. What it had was a Spreadsheet Soul. And a Spreadsheet Soul allows you to automatically collect rent every second on Google Play, but it cannot convince a single developer: “Put your life’s work exclusively on my platform.”





III. TPU: The Only Successful Prison Breaker

But in another war, Google did something no other company has managed to do.

It escaped CUDA’s prison.

Chapter 7 spent considerable length explaining NVIDIA’s four-layer lock: hardware instruction sets, compute libraries, AI frameworks, and knowledge systems. AI researchers worldwide—from PhD students to massive labs—are all locked within these four layers. AMD has spent ten years chasing with ROCm, and hasn’t caught up. Every AI startup, on its first day of existence, is already an NVIDIA captive.

Google is not.

The reason is simple, and cruel: Google rebuilt all four layers itself.

In 2013, Google internally began designing a chip specifically optimized for machine learning. In 2015, the first generation TPU went into operation in Google’s data centers—at a time when the outside world didn’t even know it existed. It wasn’t until May 2016 that Google officially announced the existence of the TPU in a paper.

By 2026, the TPU had evolved to its seventh generation (codenamed Ironwood). Gemini 2.0—Google’s most powerful AI model—was trained using the sixth generation TPU (Trillium).

Look at what Google did through the framework of Chapter 7:

Layer One — Hardware Instruction Set: NVIDIA GPUs have their native instruction set (PTX/SASS), and the TPU has its own. But the TPU’s instruction set was designed from the ground up for matrix multiplication—it doesn’t need to balance gaming graphics, nor does it carry the historical baggage of CUDA’s backward compatibility. Every single transistor is spent exactly where AI needs it.

Layer Two — Compute Libraries: NVIDIA has cuDNN, cuBLAS, NCCL. Google has the XLA (Accelerated Linear Algebra) compiler—a system that automatically compiles high-level operations into native TPU instructions. XLA isn’t just a library; it’s a compiler. This means Google’s engineers don’t have to manually write optimized versions for every operation—the compiler does it for them.

Layer Third — AI Frameworks: NVIDIA locks in developers at this layer relying on PyTorch and TensorFlow. But who wrote TensorFlow? Google. Who wrote JAX? Google. Google wasn’t locked in by someone else’s framework—it is the author of the framework itself. It can modify the bottom layer of the framework at any time to make the TPU the optimal runtime target.

Layer Four — Knowledge Systems: Google has thousands of internal AI researchers. They don’t need to go to Stack Overflow to find CUDA tutorials—they use Google’s internal toolchains, internal documentation, and internal infrastructure. Their knowledge system is built around the TPU, not CUDA.

The four-layer lock, entirely bypassed by Google. Not by “translating” (which was Valve’s method against DirectX), but by “rebuilding.” It built its own hardware, its own compiler, its own frameworks, its own research teams—a citadel completely independent of NVIDIA’s ecosystem.

But this citadel has a key characteristic: It is closed.

TPUs are not sold to end users. You cannot go to Best Buy and buy a TPU card the way you buy a GeForce. You can only rent TPU compute power through Google Cloud—billed by the hour. In 2025, Google began experimenting with selling TPU hardware directly to enterprises, but the scale is extremely small, and the buyers are essentially institutions with deep collaborative ties to Google.

This means Google’s “prison break” is a type of prison break only Google could pull off.

Why? Because Google has one thing no other company in the world has: An internal demand massive enough to support an entire self-built chip supply chain.

YouTube’s recommendation system. Google Search’s ranking algorithms. Gmail’s spam filtering. Google Photos’ image recognition. Google Translate. Google Maps’ real-time traffic prediction. Gemini.—Combined, the AI compute volume these services consume every second is larger than the total AI compute power of most nations.

Google doesn’t need to convince external developers to use the TPU. It is itself the TPU’s biggest customer. It doesn’t need to build an “ecosystem”—it is the ecosystem.

This is the essence of an “internal closed loop.” Google is simultaneously the chip designer, the framework author, the model trainer, and the service operator. It doesn’t need to cooperate with anyone, doesn’t need to convince anyone to migrate, doesn’t need to wait for any third-party library’s support. It single-handedly replicated from scratch, within its own walled garden, the ecosystem that NVIDIA spent ten years and tens of millions of global gamers to build.





IV. The Cost of the Prison Break

But what cost did the prison breaker pay?

The first cost: Google’s TPU prison break is meaningless to anyone else.

A PhD student writing an AI model in PyTorch at a university cannot escape CUDA’s prison just because Google has TPUs. His paper must be written in PyTorch, run via CUDA, and trained on NVIDIA GPUs. He can apply to Google’s TPU Research Cloud for some free compute, but his code ultimately still has to be runnable on NVIDIA GPUs—because his paper reviewers will use NVIDIA machines to verify his experiments.

Google’s prison break is a solitary escape. It is not a jailbreak revolution.

In Chapter 6, Valve’s Proton was a true jailbreak—it open-sourced the translation layer, benefiting all Linux users. The door it pried open was a door for the whole world. The door Google’s TPU pried open leads only to Google’s own backyard.

The second cost: The death of Stadia proves that a technical closed loop cannot replace an ecosystem.

Google has the world’s best cloud infrastructure, the compute power of the TPU, and the user gateway of YouTube. But adding all these together doesn’t create a living game platform. Because the core of a game platform is not technology—it is trust, it is content, it is the commitment of developers willing to spend three or even five years making a good game for you.

This forms a fascinating mirror image with the CUDA story in Chapter 7.

NVIDIA’s CUDA ecosystem wasn’t built by NVIDIA alone—it grew naturally over a decade through the work of university professors, PhD students, open-source contributors, and AI startups worldwide. NVIDIA provided the soil (free CUDA toolchains, developer documentation, university sponsorship programs), but the plants grew themselves. This is why CUDA’s lock is so deep—because you aren’t competing with NVIDIA as a single company; you are competing with an entire naturally grown ecosystem.

Google’s TPU ecosystem was built entirely by Google. Every line of code, every tool, every piece of documentation was written by Google engineers. This gives Google complete control—but it also means it will never have the explosive power of CUDA’s “tens of millions of spontaneous contributors.”

Google proved one thing: CUDA’s four-layer lock can be bypassed. But the method of bypassing it—rebuilding all four layers from scratch—requires resources and an internal demand scale that no more than three companies in the world possess.

Google is one. The other two might be Amazon (with its in-house Trainium chips) and Meta (with its in-house MTIA chips). But even those two are far from reaching Google’s level of a closed loop.

For the young engineer at the end of Chapter 7, trying to migrate a GPU cluster from NVIDIA to AMD, Google’s TPU has nothing to do with him. He remains trapped in CUDA’s prison. The only difference is, he now knows someone escaped—and the one who escaped is a tech giant holding the world’s largest advertising revenue, a company that never needs to bow its head to any external developer.

That fact makes the prison walls look higher, not shorter.





V. Settlement: The Victory and Cost of the Spreadsheet Soul

Back to the moment Harrison signed the document shutting down Stadia.

From the perspective of Google’s spreadsheet, this was a perfectly rational decision. Stadia’s monthly active users were under a million, operating costs were exorbitant, the game library was impoverished, and developer confidence had collapsed. Cut it, and move the engineering resources to AI and YouTube—that’s the advice the spreadsheet will give you.

But the spreadsheet won’t tell you the other thing.

Google collects nearly twenty billion dollars in commissions from the mobile gaming market every year—money born from the blood and sweat of game developers. But Google has not invested a single fraction of that money back into gaming itself. It hasn’t used it to fund engine development, nurture studios, or push graphics technology forward. That money is taken by Google, vanishes into its overall revenue, and turns into AI R&D budgets, cloud infrastructure expansion, and search engine ad optimization.

Google is the gaming industry’s largest parasite. It extracts profit from gaming, but its contribution to the gaming ecosystem is zero.

The pattern in the main text goes like this: Convenience attracts users → Lock-in bounds developers → Monopoly collects rent. In every variation, the builder of the lock at least did one thing—they pushed some form of technological progress. Microsoft used DirectX to unify PC gaming graphics interfaces. NVIDIA used CUDA to birth AI computing. TSMC used advanced processes to make chips stronger and stronger. Even Valve used Proton to prove that gaming doesn’t need Windows.

Google did none of that. It simply stood atop the high ground of the Android platform, reaching its hand down to collect money from game developers.

This is a pathological variant of the pattern: Lock-in exists, the monopoly premium exists, but it has not driven any technological progress whatsoever. Pure value extraction.

And Google’s success with the TPU reveals a colder truth: The only way to break a monopoly lock-in is to possess an internal scale massive enough to ignore external ecosystems. If you are not Google, if you do not have the world’s largest internal demand for AI, you cannot escape.

The conclusion of Chapter 7 was: As of today, no one has been able to pry open CUDA’s four-layer lock.

The supplement of this side story is: Someone did “escape”—but he didn’t pry open the lock; he built his own castle right next to the prison. The lock is still there. Everyone else is still trapped inside.

And the man who built that castle couldn’t even make one good game.

This might be the most ironic law of the tech world: You can use engineering power to bypass any technological lock-in. But you cannot bypass the fact of “having no soul.” Google has the world’s best infrastructure, the strongest AI, the most money. But it cannot build a platform that makes people want to spend three years creating a game on it. Because a platform is not a technical problem. A platform is a trust problem. And trust is the only number that will never, ever show up on a spreadsheet.





Side Story (Lower): The Truant — China’s Application Revelry and Low-Level Fracture

1:00 AM, Shanghai. The lights are on in the office of a mobile game studio. The numbers on the screen are ticking upwards—their new gacha game has been online for less than twenty-four hours, and first-day gross revenue has broken 100 million RMB. The product manager pops open a bottle of champagne. The operations director is already calculating the second week’s paid conversion rate. The art team is rushing to produce the character illustrations for the next limited banner. The entire company is like a precision money-printing machine, every gear spinning at breakneck speed.

In the same time zone, Shenzhen. Inside an R&D building at Huawei, several engineers stare at red error messages on a terminal, their expressions grave. They are trying to get a server equipped with a domestic Ascend 910B AI chip to run the latest version of an open-source large language model from GitHub. The model’s code is written in PyTorch. PyTorch calls CUDA underneath. Their chip is not from NVIDIA.

Error messages, line after line.

The most profitable applications and the most powerless foundation coexist within the same nation. This is not an accident. This is the settlement of a complete chain of causality stretching back thirty years.




I. The Zenith of the Spreadsheet Soul

If Google in the previous side story was the prototype of the spreadsheet soul, then China’s internet giants are its ultimate form.

Tencent, NetEase, ByteDance—these three companies combined control a massive chunk of the global mobile gaming market. They did not win by making the best games. They won by making the most precise monetization machines.

The pity timers in gacha mechanics, the psychological pressure of event countdowns, the social comparison driven by rankings, the anchoring effect of first-time top-up bundles—the people standing behind these things are not game designers, but behavioral psychologists and data scientists. The exact moment a pop-up appears, the magnitude of a limited-time discount, the color and size of the “Draw Again” button—every detail is precisely calibrated through A/B testing.

The results are astounding. A successful Chinese mobile game can generate over 100 million RMB in revenue on its first day online—a figure that exceeds the first-week global sales of products polished for three to five years by hundreds of people at many Western AAA game studios.

But what these companies do has a fundamental difference from the builders of tech hegemony described in every chapter of the main text.

Microsoft used DirectX to unify the PC gaming graphics interface—this drove the evolution of GPU hardware. NVIDIA used CUDA to stuff general-purpose compute cores into gaming graphics cards—this birthed the entire AI computing industry. TSMC honed extreme yields on the massive silicon of gaming GPUs—this paved the way for the mass production of AI chips. Every player in the main text, no matter how selfish their motives or how dirty their methods, at least objectively pushed some form of low-level technological progress.

China’s gaming giants have not pushed any low-level technology.

Their games run on chips designed by others (Qualcomm’s Snapdragon, Apple’s A-series), fabricated in factories built by others (TSMC, Samsung), built using engines developed by others (Unity, Unreal), and operate on operating systems established by others (Android, iOS). From chip to engine to OS, not a single link in the entire technology supply chain is China’s own.

This is not because Chinese engineers aren’t smart enough. It’s because making money was too easy.

When you can use thirty people, spend six months, make a reskinned gacha game, and break 100 million in first-month revenue—why would you use three hundred people, invest ten years, and build a low-level framework with no immediate return? When venture capital money floods like water into bike-sharing, community group buying, and short-video platforms—why would capital be invested in semiconductor R&D, where the return cycle is ten years and the success rate is abysmal?

In the NVIDIA story told in Chapter 7, Jensen Huang started stuffing CUDA cores into GeForces in 2006. He waited a full six years before AlexNet found a use for CUDA. For six years, that R&D investment looked like pure waste on a financial statement.

China’s capital markets do not allow six years of waste. China’s internet companies do not allow foundational investments that show no return for ten years. Their systems—quarterly reviews, KPI-driven goals, investor pressure after going public—are, like Google’s OKR system, structurally incompatible with long-term, low-level R&D.

So China did one thing: it built a skyscraper piercing the clouds on someone else’s foundation.

The skyscraper is full of the world’s most generous mobile gamers. Every floor of the skyscraper is equipped with the world’s most precise paid conversion engines. From the outside, the skyscraper is magnificent.

But the foundation isn’t its own.





II. The Fracture

In October 2022, the US Department of Commerce issued new export control regulations. Simply put: prohibiting the sale of advanced AI chips and semiconductor manufacturing equipment to China. NVIDIA’s A100 and H100 could no longer be sold. ASML’s EUV (Extreme Ultraviolet) lithography machines could no longer be sold. TSMC and Samsung could no longer fabricate advanced-process AI chips for Chinese clients.

Overnight, the foundation cracked.

But the degree of the cracking was not uniform. Some places cracked shallowly, while others cracked all the way to the root.

Where it cracked shallowly: Mature Processes.

The chips needed for electric vehicles, home appliances, and industrial controllers mostly remain on 28nm or older processes. These processes do not require EUV lithography machines—they can be made with traditional DUV (Deep Ultraviolet) light. SMIC (Semiconductor Manufacturing International Corporation) frantically expanded production in this sector, using state subsidies to suppress prices and dumping them on the global market. A 28nm chip is not advanced, but it is the blood of modern industry—there’s one inside every air conditioner, every electric vehicle, every router.

On this front, China achieved self-sufficiency. Not the best, but good enough.

Where it cracked to the root: Advanced Processes.

In August 2023, Huawei released the Mate 60 Pro without any warning. After tearing it down, semiconductor analysts worldwide gasped: the Kirin 9000S chip inside was manufactured by SMIC using a 7nm-class process.

Under the condition of being banned from using EUV lithography machines.

The method SMIC used is called multiple patterning—splitting a single layer of circuitry into multiple exposures, repeatedly stacking them using lower-precision DUV machines, ultimately achieving a result close to 7nm. This is a brute-force crack. It works. But the cost is immense.

There is a core concept in Chapter 8: TSMC’s advanced processes are nurtured “by going with the flow.” Apple’s initial launch validation, gaming GPUs’ stress testing, console SoCs’ long-term orders—each client brings different technical demands, pushing TSMC to push yields to the limit step by step in actual combat. The reason TSMC’s 7nm yield could reach the level of commercial mass production is that it had been honed countless times across dozens of clients and hundreds of chip designs.

SMIC does not have these clients. Its advanced process orders come almost entirely from one company: Huawei. It has no small-die high-yield validation from Apple, no massive-die extreme stress testing from NVIDIA, no long-term stable console orders from Sony and Microsoft. It is brute-forcing yields upward while under blockade, using state subsidies, with extreme client homogeneity.

The result: The Kirin 9000S can ship, but yields are extremely low and costs are extremely high. The number of passing chips cut from a single wafer is far below the level of TSMC’s equivalent process. The true cost of every Kirin 9000S—including the loss of defective units—might be several times that of TSMC’s equivalent chip.

This is not a victory of the market. This is a battle for survival, using state subsidies to fill the thirty-year gap of skipping hardware classes.

Furthermore, even if Huawei managed to fabricate the chip, the story isn’t over. Because there is an even deeper wall.





III. The Chinese Version of the Software Prison

The Kirin 9000S is a smartphone chip. A smartphone chip’s software ecosystem is relatively simple—Android OS, applications, drivers—Huawei can rely on its own HarmonyOS to bypass Google’s software blockade. Difficult, but feasible.

AI chips are another matter entirely.

Huawei’s Ascend 910B is an AI training chip. On pure hardware specs, Huawei claims that in certain specific training tasks, its performance can approach or even exceed NVIDIA’s A100 by about 20%. The subsequent 910C and 910D take aim straight at NVIDIA’s H100.

But between “approaching in hardware compute” and “can be used as a replacement,” there is an invisible abyss.

The name of that abyss is CUDA.

Chapter 7 discussed CUDA’s four-layer lock. Now let’s apply China’s situation:

Layer One — Hardware Instruction Set: The Ascend chips use Huawei’s own Da Vinci architecture, completely different from NVIDIA’s PTX/SASS. This means all code compiled for NVIDIA GPUs cannot run on Ascend. It must be recompiled.

Layer Two — Compute Libraries: NVIDIA has cuDNN, cuBLAS, NCCL—each one the result of hundreds-strong teams spending ten years deeply optimizing for NVIDIA hardware. Huawei’s equivalent is CANN (Compute Architecture for Neural Networks). CANN’s feature coverage and performance maturity are more than a generation behind CUDA’s libraries.

Layer Three — Framework Binding: AI researchers worldwide write code in PyTorch. PyTorch calls CUDA by default under the hood. Huawei developed its own AI framework, MindSpore, and also built an adaptation layer to allow PyTorch to run on Ascend. But compatibility issues with the adaptation layer pop up endlessly—the red error messages faced by those Shenzhen engineers at the beginning of this chapter are problems originating from this layer. Hidden inside the code of every open-source model are dozens of implicit CUDA dependencies. On the surface, you just change one line to device = 'npu', but in reality, the underlying library calls, memory management, and compute precision handling are fraught with traps.

Layer Four — Knowledge Binding: China’s AI engineers learned CUDA in university. The textbooks they read use CUDA for examples. The Stack Overflow pages they search use CUDA to answer questions. Every open-source project they fork on GitHub runs on NVIDIA GPUs by default. Asking them to switch to Huawei’s CANN and MindSpore is akin to asking them to forget the language they know and learn a completely new one from scratch.

The concluding sentence of Chapter 7 in the main text is: “CUDA is not an API. CUDA is a prison. And you have lived inside it since the day you enrolled in school.”

China’s AI engineers face the exact same prison. The difference is: NVIDIA’s ecosystem grew naturally over twenty years through the work of tens of millions of gamers and developers worldwide. The alternative ecosystem China is trying to build is being brute-forced by administrative directives under the desperate straits of sanctions.

The difference between these two ecosystems is not a difference of quantity. It is a difference of quality.

A naturally grown ecosystem has roots—every one of its nodes is actively chosen by someone. Someone published a paper using CUDA, someone built a product using CUDA, someone founded a company on CUDA. Cut off any single node, and the other nodes remain.

An ecosystem built by administrative directives has no roots—every one of its nodes is mandated. The moment the directives loosen, the moment subsidies decrease, the moment NVIDIA finds a way to bypass sanctions (such as releasing the nerfed H20 chip specifically for the Chinese market), developers will run back to CUDA’s embrace overnight.

In fact, this is already happening. In 2024, when NVIDIA lowered the price of the H20 to roughly the same level as the Ascend 910B, many Chinese AI companies resumed purchasing NVIDIA chips. Not because they don’t support domestic products—but because code written in CUDA doesn’t need to be changed, while code written in CANN has to be rewritten.

Engineers are rational. The rational choice is always the path of least resistance. And CUDA is the path of least resistance.





IV. The Bill for Skipping Class

Now we can string the causal chain together.

The core argument of the main text is: The money and demands of gamers inadvertently nourished the foundational infrastructure of the entire tech hegemony. From DirectX to CUDA to TSMC’s advanced processes—every brick has the fingerprints of gaming on it.

China’s negative example perfectly validates this argument.

China has the most profitable game companies in the world. But not a single cent of the money these companies made flowed to foundational technology. Their games run on imported chips, are made with imported engines, and are sold in imported operating systems. They only did one thing: set up on a stage built by someone else, using the most precise psychological tools to pick the pockets of players.

When America said, “You can no longer use this stage,” China suddenly realized: Beneath its skyscraper in the application layer, it had no foundation.

This wasn’t caused by sanctions. Sanctions only caused the bill for skipping class to arrive early.

The real cause is hidden thirty years ago. When Jensen Huang decided to found NVIDIA in a Denny’s diner, Chinese capital was pouring into real estate. When Morris Chang was building TSMC’s first factory in Hsinchu, China’s manufacturing sector was doing OEM assembly. When CUDA was born in 2006 and university students worldwide started writing parallel computing programs on NVIDIA graphics cards, China’s smartest graduates were going to Tencent and Alibaba—to make social software, e-commerce platforms, and mobile games.

Every step was rational. The spreadsheets for every step looked fantastic.

But every step skipped the exact same thing: the foundation.

The foundation of hardware—the ability to independently design high-performance chips. The foundation of software—the ability to independently build developer ecosystems. The foundation of manufacturing—the ability to produce advanced process chips without foreign equipment.

These three “foundations”—the main text of this book spent three chapters explaining how they were built: Chapter 7 (CUDA’s software ecosystem), Chapter 8 (TSMC’s manufacturing capability), and Chapter 4 (NVIDIA’s accumulation of hardware design from the brink of death to its rise). Building each of these foundations took at least fifteen years. In the process of building each foundation, gaming played a critical role—not as an end, but as a stress test arena and a funding pool.

China skipped this process. It started directly from the application layer. Using the shortest time, the highest efficiency, and the most precise monetization designs, it built the world’s most profitable digital entertainment empire.

And then discovered the empire’s foundation belonged to someone else.





V. Settlement

There is a question worth asking: Can China catch up on its missed classes?

The answer is: Technically, yes, but chronologically, there might not be enough time.

Huawei’s Ascend chips are generation-by-generation approaching NVIDIA in hardware compute. SMIC has achieved self-sufficiency in mature processes and brute-forced its way to 7nm-class advanced processes. Baidu’s Kunlun chips and Alibaba’s Hanguang chips are all attempting to build alternatives to varying degrees.

But Chapter 8 of the main text stated a cruel truth: The reason you can’t catch up isn’t the technological gap; it’s the trust gap. TSMC’s moat isn’t any single technology—it is thirty years of accumulated trust from the global fabless ecosystem. You cannot catch up with a slide deck. You cannot catch up in a single quarter.

The same logic applies to the software ecosystem. CUDA’s moat isn’t the performance of cuDNN—it is every university in the world, every GitHub project, every textbook, and the muscle memory in the brain of every AI engineer. You cannot catch up with administrative directives. You cannot catch up with subsidies. You can only catch up with time—and during the ten years you spend chasing, NVIDIA is not standing still either.

China faces a dual catch-up problem. On the hardware end, it is chasing TSMC—a company that invests over thirty billion dollars in capital expenditures annually and has thirty years of accumulated process experience. On the software end, it is chasing CUDA—an ecosystem naturally grown by tens of millions of developers globally.

Both chases must happen simultaneously. Both targets are moving. And the pursuer is being choked at the most critical supply chains—it cannot buy advanced lithography equipment, it cannot buy the newest NVIDIA chips, it cannot use the most advanced process foundry services.

This is the price of skipping class.

You can copy a highly profitable mobile game in a few months. You can use state capital to brute-force a spike in chip production capacity for a certain process node within three years. But you cannot use money or administrative orders to buy overnight a foundational ecosystem jointly woven by tens of millions of engineers and developers over twenty years.

The core pattern of the main text is: Convenience attracts users → Lock-in bounds developers → Monopoly collects rent. The cost only materializes twenty or thirty years later.

China’s case is the mirror image of this pattern: However much hard work you skipped in building your foundation back then, history will demand you spit it back out with interest. The cost, similarly, only arrives twenty or thirty years later.

And the bill has arrived.

Back to the opening. The champagne at that mobile game studio in Shanghai is still bubbling. The error messages in that R&D building in Shenzhen are still ticking. The distance between these two scenes—from the prosperity of the application layer to the fracture at the foundation—is not geographical. It is the accumulation of countless choices made by a nation over thirty years between “applications” and “foundations.”

Every choice was rational. Every spreadsheet looked fantastic.

But all those rational choices added together equal a bill that history never discounts.

This sentence sounds familiar. Because in Chapter 5 of the main text, when discussing Intel’s cancellation of the Larrabee GPU project, the exact same sentence was used—

“Nobody made a bad decision. Everyone made the most rational decision for their specific position. But all those rational decisions added up to a suicidal outcome.”

Intel’s version applied to a company. China’s version applies to the industrial structure of an entire nation.

The scale is different. The logic is exactly the same.
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